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CHAPTER 3 

CHARACTERIZATION OF OPTIMAL SLOT UTILIZATION IN THE APACHE 

SPARK ENVIRONMENT 

3.1 Introduction 

The number of industries worldwide is rising every day, and they are utilising the cloud as their 

storage facility. Because of the dynamic and competitive technical environment, resource 

allocation is attracting further attention to minimise cash flow. Static resource allocation can 

contribute to unused and suboptimal outcomes when workload, computational resources, and the 

amount of computing resources demanded increase. Earlier attempts to solve this issue have 

employed dynamic allocation techniques [90-92]. Even now, concurrent implementations are 

conducted through cloud networks, and they have implemented prediction-based allocation 

strategies. These techniques are rarely appropriate for a large portion of the population. Searches 

have spread around the world as technology and the internet have advanced.The amount of data 

has exploded. Through this big data, it extracts patterns of data. Technology has contributed to a 

rise in worldwide internet queries. Big data represents a broad and diverse pool of data that may 

be challenging to process using standard tools. Big data is a significant challenge for traditional 

data management methods. 

"Big Data" is an incredibly large quantity of data rising at an unprecedented pace. 

Processing and analysing such data are repetitive tasks. It is infeasible with traditional computing 

equipment. Big data is much too big to process for conventional programs. The importance of data 

has exploded, but cloud systems allow organisations to store, maintain, and interpret data. Big data 

lets organisations minimise expenses through adequate preparation. Various organisations have 

produced immense amounts of data varying from terabytes to petabytes via social networking 

platforms (Facebook, Flipkart, Quickr, etc.) [93-97]. 

Organizations are utilising computational methods for the advancement of the cloud and 

big data. MapReduce is a fascinating programming model for managing enormous data sets. It is 

done using the idea of MapReduce, and it distributes the encoding and manipulation of the data 

between a vast number of computers (nodes). Regardless of how efficiently a MapReduce job 

processes, the time to finish depends on the node that last finished the processing. This issue is 



37 
 

rather severe in heterogeneous environments. A general belief is that preparing the Map has 

already been completed, Reduce assignments. Therefore, work arranging for Map Reduce data 

transfers is a significant concern. Map and Reduce are the structure, processing of data, and 

running of multiple tasks in parallel. 

3.1.1 Overview of Cluster Computing in Big Data 

Many cluster computing large-scale data have been developed [98]. MapReduce, launched by 

Google in 2004, was a popular system for analysing large amounts of data. Apache Hadoop is a 

commercial version of MapReduce. The Map Reduce model allows the use of reused data. 

T

shortfall of Hadoop. Spark implemented a data structure named "resilient distributed dataset" in 

2012, which prevents data loss when the cluster fails. It has been shown that this function decreases 

low latency instances.  

The Spark Platform is an open-source infrastructure for extensive data analytics. It is one 

of A

show it developed a system named Spark to handle these processes at high throughput. A driver is 

a program that begins over one application and executes programmers' instructions. Spark 

generates two abstractions for parallelization: concurrent processes on individual databases and 

resilient distributed datasets.  

Spark implemented short-lived databases instead of permanent ones (RDDs). An RDD is 

a compilation of read-only data that can be transferred from one computer to another, making the 

memory, rerun it, and parallelize it. In practice, this means Spark is ideally suited for processing 

that involves recursion. 

3.2 Background Research 

Job scheduling is a vital aspect of extensive data implementation. This problem is with deploying 

workers on a cluster from a cloud platform like Amazon Web Services (AWS). When measuring 

the criteria, the existing extensive data systems typically do not take costs into account.Instead, it 

typically uses job schedules from the cloud to optimise job efficiency and cost savings [99]. 
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3.2.1 Machine Learning-Based Job Scheduling 

Machine learning algorithms can provide accurate evaluations of current problems with data. One 

discipline of AI focuses on the reconstruction of machine learning algorithms, which can learn 

from an estimate of data. ML deals with creating a computer machine that will improve itself 

automatically while running on Investigators also studied the ML, calling it the "issue of acquiring 

information from practice" that comprises several tasks and functional scales. The following may 

be classified using machine learning (ML) methods: Well-structured learning techniques 

(algorithms), rich and good results, and influential computational environments are essential for 

ML [100].Typically, machine learning performs data processing, learning, and evaluating stages. 

Data analysis is of considerable significance in the proper interpretation of the data. Unstructured, 

imperfect, and conflicting data will be inferior. 

Data Preprocessing: The preprocessing steps would clean the raw data and apply it as data inputs 

for learning. The machine learning operation changes model parameters dependent on statistical 

results from the preprocessed data. Data can be preprocessed using representational learning 

techniques, which are effective. Finally, the output would be measured in relation to the learned 

models. 

Classification: This classifier evaluation framework provides several databases, value 

calculations, error estimates, and predictive evaluations. Evaluation outcomes may cause the 

setting of parameters for the specified learning algorithms and/or the selection of new algorithms. 

There are three types of machine learning models: supervised, unsupervised, and 

reinforcement learning. The learning method of supervised learning will have instances of input-

output pairs and it will aim at learning a function which will map inputs to outputs. Supervised 

machine learning can typically be used for classification or regression. Some of the algorithms that 

come across include support vector machines (SVM), logistic regression (LR), artificial neural 

networks (ANN), and random forest (RF). SVMs organise data into classes using a 

multidimensional linear plane. They can use these numbers for training the algorithm. The decision 

tree is a model that allows one to decide when they have so many choices to make. Many decision 

trees contain substandard outcomes [101]. It uses Hadoop for supercomputing and exploiting 

enormous volumes of data at high speed. One of the major problems in the MapReduce 

environment is data locality, and even resource allocation in distributed environments. Problems 
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exist because it schedules the application without sufficient attention to load balancing. In this 

sense, reusing may have a major impact on economic and social policies. This job can be translated 

from virtual to physical. 

Data locality maximisation in Map Reduce workloads is highly significant, effective, and 

efficient. However, this sometimes results in data locality problems. MapReduce is a common 

computation model in cloud-based data processing. All MapReduce deployments encounter 

performance problems unless they carefully plan and tune the topology. To circumvent this, this 

report defines and optimises the distribution of relevant capital among three main variables. First, 

this may configure map slots into distinct usage rates. Increasing slots and reducing slots can result 

in completely utilising or partially utilising slots, and vice versa. It suggests an alternate method 

to the strictly Hadoop paradigm called "Dynamic Hadoop." It relaxes the NRT reservations to 

enable the slots to be reallocated to either submit or reduce tasks. It may use speculative execution 

to solve the "straggler dilemma", which will increase the results for a single job, but the overall 

cluster quality will suffer. This suggests Speculative Execution Performance Balancing to leverage 

tools to boost the performance of a set of jobs. Third, delay scheduling influences retrieval, but it 

ignores fairness. 

This suggests a strategy called "slot rescheduling." By integrating these sentences 

correctly, it will formulate a suitable application known as Dynamic MapReduce, which will 

significantly enhance the efficiency of MapReduce tasks. Experimental results show that our 

DynamicMR can dramatically boost the efficiency of Hadoop MRv1 while preserving fairness by 

over 40% ~ 105% with a single job and over 49% -115% with multiple jobs. This is compared 

with YARN experimentally, showing that DynamicMR outperforms YARN by around 2 to 9%, 

depending on the number of jobs running [102]. 

3.2.2 Overview of Data Locality and Load Balancing in Hadoop Environments 

Cloud computing is growing as one of the most common technologies nowadays. There are 

advantages to cloud storage. In addition, there are plenty of research challenges in the domain-like 

network, such as bandwidth, memory, time, cost, and processing and Quality of Service (QoS). In 

this report, they discuss the MapReduce method with an imaginative view of the distribution of 

resources that might better suit a specific scenario. The MapReduce algorithms could either 

struggle or be inadequate for managing resource problems. Also, it offers an effective solution for 



40 
 

data locality and load balancing in Hadoop environments. Because of their reducing the 

concentration of different map slots and minimising slots that are non-fungible, slots may be 

seriously under-used. Although reduced slots may have no open slots, other map slots may be 

already filled. This technology may have been designed by holding slot-based structures rather 

than the conventional approach. 

This technology helps job allocation of slots to either decrease or improve according to the 

existing efficiency. Speculative execution will enhance the efficiency of even single machine 

tasks. Remember this when selecting a processor for a single job and a batch of jobs. According 

to the proposed technique, HDFS can be handled effectively in a Hadoop multi-cluster setting. The 

principle of dynamic slot allocation is used to describe technical concerns linked to 

preconfiguration, speculative implementation, and delays in scheduling and preslot allocation in 

Hadoop environments. A Dynamic Slot Allocation is applied to address two issues. The 

experiments were carried out with the Hadoop distributed file system, which improved the 

performance of the nodes and resolved the load balancing issue. The new Hadoop architecture has 

low slot utilization. In this scenario, we distribute the maps and reducers with a reduced number 

Hadoop framework. So, this may use map activities that are not being used to overwhelm reduced 

tasks in order to maximise the amount of throughput performed by MR jobs and vice versa. 

The existing implementation of Hadoop implies a uniformity of computational capability 

within a cluster that could have a detrimental impact on Map Reduce. This has placed a data 

placement algorithm forward to overcome the workload imbalance problem. The algorithm will 

dynamically align all data processed in each node through the computing resources of each node 

in a heterogeneous HDFS cluster. Faster I/O operations will shorten the period of time required 

for the data transfer. The data placement techniques show great potential in working with 

heterogeneous cluster environments. It focuses the dynamic data placement algorithm on the 

computational capability of the nodes to assign data blocks to each other, thus minimising 

additional overhead and increasing efficiency. In this experiment, for two types of applications, 

WordCount and Grep, the execution time of the Dynamic Data Placement policy on Hadoop 



41 
 

wordcount, the complex data position will increase by up to 24.7%, with an average change of 

14.5%. Grep progress will be exceeded by up to 32.1%, with an average improvement of 23.5%. 

So, it needs a heterogeneous placement scheme to plan for Hadoop in heterogeneous environments. 

To the very same extent of data locality as in traditional Hadoop, we propose a new scheme that 

only preserves a limited volume of replicated data. In this method, we would duplicate only the 

most available blocks. The tests showed that the plans proposed the hybrid system to ensure data 

locality and enhance data privacy. 

 Cloud Computing is a kind of dispersed computing framework used in applications. The 

 

 With the support of Cloud Storage, they provide much of the facility. However, the 

domain-like network has unique research problems such as primary memory problems, 

time, capacity, cost, processing time, and Service Level Agreement (SLA) issues (QoS). 

Neither of the great difficulties would be encountered in this section if the curriculum had 

been set up correctly. 

 To minimise data movement in a cluster, they may generate a scheduler to reduce the job 

completion period. The underutilization of MapReduce slots influences the existing 

architecture of MapReduce Hadoop systems. 

 To increase data sharing performance, they propose an adaptive data placement algorithm 

with distributed processing capabilities based on the capabilities of the computational 

resources. 

3.2.3 Approaches for Slot Under Utilization and Performance Improvement 

A. Dynamic Hadoop Slot Allocation (DHSA) 

Dynamic Hadoop Slot Allocation (DHSA) has been presented [103] as a solution to the problem 

of underutilization of Hadoop slots. It permits the reallocation of slots in order to either increase 

or decrease slots depending on its requirements. Because of the Slot Allocation Constraint, if there 

are not enough map slots, map tasks will go through all of the guide openings in addition to 

utilising any unutilized reduce slots. In addition, if the number of reduce tasks outnumbers the 

number of reduce slots, reduce slots can make use of underused map slots. Map tasks make use of 

map slots, while reduce tasks make use of reduce slots. Compared with YARN, to regulate the 
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percentage of performing map and reduction jobs during runtime, pre-design of the map and reduce 

slots per slave node still work. When there is no control mechanism in place, it is quite easy for 

there to be a large number of reduce slots running for data shuffle, which leads the system to 

become completely halted. When there are waiting jobs, Dynamic Hadoop Slot Allocation 

increases the slot usage while keeping the fairness of the allocations consistent. 

Two issues exist in Dynamic Hadoop Slot Allocation, for instance, fairness and the fact that the 

resource requirements for the map and reduce slots are different. Each of the pools receives the 

same quantity of resources, which ensures that the game is fair. Fairness is a critical parameter in 

the Hadoop Fair Scheduler application. In the Hadoop Fair Scheduler, task slots are initially 

divided among pools, and then slots inside the pools are given to individual tasks [104]. It 

demonstrates a variety of execution designs. Tasks that are reduced in complexity need greater 

resources, such as system data transmission and memory. In order to overcome the difficulty of 

fairness, Dynamic Hadoop Slot Allocation has been proposed.  

 

algorithms that are included in the package.  

The Hadoop Fair Scheduler uses max-min fairness to allocate slots crosswise across pools 

with the least amount of assurance throughout the map phase and reduce phase. Pool-Independent 

Dynamic Hadoop Slot Allocation extends the capabilities of the Hadoop Fair Scheduler by 

distributing slots from the cluster at the global level, regardless of the presence or absence of pools. 

According to the illustration in Figure 3.1, When the number of typed slots through typed pools 

within the map and decrease phases is the same, it is considered to be equitable. For example, there 

are two types of slot designation processes: (1) dynamic slot allocation during the intra-phase and 

(2) dynamic slot allocation during the inter-phase.  
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Figure 3.1: Slot allocation flow for PI-DHSA 

In the intra-phase dynamic slot allocation, each pool is subdivided into two sub pools, like the map 

phase pool and the reduce phase pool, to ensure that each slot is allocated efficiently. At the end 

of each phase, each pool receives an offer of pools. If a player's slot exceeds his or her share, he 

or she may take the remaining spaces from the other pools in the same phase. A map phase pool 

A that is overburdened, in accordance with the maximum min fairness method, might take map 

slots from map phase pools B or C when pools B or C are underused. When the amount of map 

and reduce slots during the map phase is insufficient for the map tasks and the reduce phase is 

insufficient for the map tasks, the inter-phase element dynamic slot allocation will acquire some 

motionless reduction slots for the map jobs in order to increase the cluster utilisation. There seem 

to be four possible outcomes. 

Case 1: Assume XM and XR are the total number of map and reduce jobs, and SM and SR are the 

total number of map and reduce slots specified by the client.  

XM <= SM and XR R no borrowing of map and reduce slots, the map tasks are run on map slots 

and reduce tasks run on reduce slots. 

Case 2: When XM > SM and XR < SR reduce tasks are allotted to reduce slots first and then use 

those idle reduce slots for running map tasks. 

Case 3: XM < SM and XR > SR to run the reduce tasks unused map slots can be scheduled. 
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Case 4: XM > SM and XR > SR, the system should be completely in busy state and similar to Case 

1, there will be no movement of map and reduce slots. 

B. Pool-Dependent Hadoop Slot Allocation (PD-DHSA) 

As seen in Figure 3.2, each pool comprises a map-phase pool and a reduce-phase pool, 

respectively. Depending on the pool, dynamic hadoop slot allocation is comprised of two 

processes: inter pool dynamic slot allocation and intra pool dynamic slot allocation. Inter pool 

dynamic slot allocation is the first of these procedures. 

 

Figure 3.2: Slot allocation flow for pool dependent-dynamic Hadoop slot allocation 

C. Intra pool dynamic slot allocation 

Based on the max-min fairness at each phase, each typed phase pool receives its own relating 

demand (map slots demand, decrease slots demand) between two phases.Based on the max-min 

fairness at each phase, there are four associations between two phases. 

 Case 1. map slots demand < map share and reduce slots demand < reduce share: unused 

map slots can be borrowed for overloaded reduce tasks from their reduce-phase pool first 

before being produced in other pools. 
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 Case 2. map slots demand > map share, and reduce slots demand < reduce share: unused 

map slots can be borrowed first from its reduce-phase pool before being produced in other 

pools for overloaded reduce tasks. 

 Case 3.map slot demand  map share and reduce slot demand  reduce share. Some unused 

decrease slots may be filled with map tasks from the map-phase pool before being 

distributed to other pools 

 Case 4. map slot demand > mapshare, and reduce slot demand > reduce slot demand. 

Decrease our share since there aren't enough map and reduce slots. Because of the inter-

pool dynamic slot allocation described below, it may be able to lend part of the unused map 

or reduction spaces from other pools. 

D. Inter-Pool Dynamic Slot Allocation 

When the demand for map slots + the demand for reduced slots equals the demand for mapshare 

plus + the demand for reduced slots, there is no need to borrow the map and reduce slots from 

other pools. The allocation of slots in Pool-Dependent Dynamic Hadoop is discussed in detail here. 

Time Slot Allocation When a task tracker receives a heartbeat, instead of allocating map and 

decreasing slots one at a time, it considers them all at the same time throughout the allocation 

process.  

 

Figure 3.3: Slot distribution flow under Pool reliant on Dynamic Hadoop Slot distribution for 

every pool  
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It begins by determining the maximum number of free slots that may be reassigned to the heartbeat 

task tracker at any one time throughout a round. It is at this moment that the process of allocating 

pool space starts. According to the illustration in Figure 3.3, There are four slot allocations 

available for each pool. Consider the following scenario:  

Case (i). Once we have determined that there are no unmoved map spaces for the task tracker and 

that there are no outstanding map tasks for the pool, we will try the map task assignment. Consider 

the following scenario:  

Case (ii). If case (i) fails to meet expectations because the criteria doesn't quite hold or because it 

is unable to locate a guide assignment that meets the information area level, continue trying to 

reduce errands allotments while there are pending decrease projects and motionless decrease 

spaces available. In order to solve the problem of asset requirements difficulty in the DHSA, a 

space weight-based technique is suggested in this paper. Allocate openings with unique weight 

values for the Map and Reduce operations. As an example, consider a task tracker with a map 

decrease slot configuration of 12/6. Given the heterogeneous resource needs, it is reasonable to 

assume that the weights for map decrease slots 1 and 2 are 1 and 2, respectively. As a result, the 

overall resource weight is 12 × 1 + 6 × 2 = 24. The maximum number of running map tasks in the 

compute node using a slot weight-based approach for dynamic borrowing is 24. However, the 

maximum number of running reduce tasks is 12/2 + 6 = 12, rather than 24.  

3.3 Materials and Methods 

A job scheduler is an application to control the job execution with regard to dependencies. It is 

used for the submission and execution of orders on a distributed network of computers. Most 

operating systems and some programs provide in-house job scheduling capabilities. It is usually 

necessary in an enterprise to control and manage jobs submitted by different business units with 

the help of job schedulers. 

Apache Spark: Apache Spark is a large-scale distributed data processing engine. It provides high-

level APIs for different programming languages (Scala, Java, Python, and R for now) that allow 

users to efficiently execute data processing, streaming, SQL, or machine learning workloads. It 

achieves fast and robust large-scale computing through data parallelism and built-in fault 

tolerance. Spark consists of the Spark core and other components such as APIs for steaming or 
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machine learning jobs. It can be run on Apache Mesos, Hadoop YARN, or Spark standalone cluster 

mode and access distributed data sources such as HDFS (Hadoop Distributed File System), 

Cassandra, S4, HBase, as well as non-distributed file systems. Users can develop Spark 

applications using its API and different libraries. Figure 3.4 shows the Spark architecture and its 

basic modules. 

 

Figure 3.4: Apache Spark Architecture 

Spark Core 

The Spark core is the nucleus of the entire Spark project and contains all of its functionality. A 

Resilient Distributed Dataset (RDD) is an abstraction that represents a read-only collection of 

items partitioned among a set of machines that can be reconstituted if a partition is lost. It is the 

foundation of the RDD. Using RDD, users may deliberately store intermediate data in memory, 

regulate their partitioning to optimise data placement, and handle them using a comprehensive set 

of operators to get the outputs they need. 

Spark Module 

In addition to Spark core, Spark provides a generality platform with modules for Spark SQL, Spark 

Streaming, MLlib (Machine Learning library) and GraphX (graph computing library) for users to 

develop functional applications efficiently. These modules are formatted as libraries, and users 

could combine a few of them into one application. 
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3.3.1 Spark Scheduler 

The Spark scheduler is a cluster manager to schedule Spark jobs. Spark can currently work against 

three types of cluster managers: Spark Standalone, Apache Mesos, and Hadoop YARN (Yet 

Another Resource Negotiator). Apache Mesos is a cluster manager that handles cluster resources 

such as CPU, memory, and storage resources for all applications. It is a common resource manager 

with a fine-grained, simple, scalable scheduling mechanism. It could schedule Spark jobs and other 

tasks as well. Although it is quite different from the LSF queuing system, they have similar features 

with regards to resource management and task scheduling. We consider the other two options due 

to potential conflicts between the two platforms on the same cluster. Spark standalone is self-

packaged by Spark. It uses a master/slave framework.  

The Spark master is responsible for distributing tasks and data to workers; the executors 

on each of the workers will execute the received tasks. The cluster manager provides the capability 

to launch the Spark master and worker, run Spark applications, schedule the cluster resources, fault 

tolerance, and monitor and log jobs. Users can tune the cluster through the configuration files, 

scripts, or parameters when submitting a Spark application. Currently, the standalone cluster 

manager uses a simple FIFO queue to schedule across multiple applications. 

3.3.2 Spark operates on a Cluster 

So far, we have introduced some key concepts in Spark, such as RDD and cluster manager. In this 

section, we will put these components together and briefly explain how Spark works on a cluster. 

Some new concepts that have not been mentioned previously will be introduced as well. Once 

Spark is deployed on a cluster and the Spark standalone cluster manager (master) is started on one 

node while connected to some worker nodes, the user can submit a Spark application to the master 

from a computer that can connect with the cluster manager and workers. Every Spark application 

must create a SparkContext so that Spark knows how to connect to the cluster. The program in 

which SparkContext is created is called a "driver program." The driver program negotiates with 

the cluster manager for executors on worker nodes. One worker node can have one or more 

executors, depending on the configuration. 

After the executors are acquired, the driver program is sent to the executors. The driver 

program contains the user code to perform transformations and actions on RDDs, as well as some 
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other functions. A complete series of transformations on RDDs that ends with action or data saving 

is one single job. The transformations on RDDs in this job will be translated into a DAG (Direct 

Acyclic Graph). There can be multiple stages within a job that contain transformations that do not 

require data shuffling or re-partitioning. Each stage is divided into multiple parallel tasks that 

operate on a single partition of the RDD. These tasks are sent to the executors by the driver 

program through the cluster manager. Once executed, the results are returned to the driver 

program. Figure 3.5 shows how Spark works in a cluster, with more details illustrated in Figure 

3.6. 

 

Figure 3.5. A basic view of how Spark works in a cluster  

 

Figure 3.6: A more detailed view of how Spark works in a cluster. 
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3.3.3 Spark for Performance Understandability 

The Monotask we recommend is a very distinct implementation model designed to make it easier 

to evaluate performance. In this design, a task is divided into units of work called monotasking, 

each consuming a single resource (such as CPU, disk, or network). every resource is controlled by 

a per-resource scheduler that allocates a trustworthy resource to each mono task. Such as, the CPU 

scheduler allocates a reserved CPU core to each mono CPU task. 

Since each resource is handled by a single scheduler who has deep insights into how that resource 

is being utilised, this architecture makes it easier to reason about performance than it would 

otherwise be. Concurrent tasks can be scheduled to match the concurrency of the underlying 

resource (for example, 8 CPU monotasks can fully use 8 CPU cores), and per-resource schedulers 

make it simple to achieve high utilisation by allowing the framework to auto-tune based on which 

resources are presently contended.  

For example, employing monotasks, Spark can autonomously evaluate whether or not to compress 

a given dataset depending on the duration of the CPU and disc queues in the background. In order 

to rebuild Spark's execution layer with something that is API-compatible, we developed 

monotasks. In this section, we will first provide data that demonstrates how Monotasks simplify 

the process of reasoning regarding performance. We will next present findings illustrating novel 

performance improvements enabled by Monotasks (for example, automatically selecting whether 

to compress data), which allow Monotasks to deliver much better performance than the original 

Spark framework. 

3.4 Proposed Design 

The following is the design that has been proposed. Instead of the fine-grained pipelining that is 

now employed in today's activities which are referred to as "multitasks" statistical multiplexing 

among monotasks, which each require a single resource, is being used in the new design. The 

design is comprised of four fundamental principles: 

Each monotask makes use of a single resource. Tasks are broken down into smaller pieces of 

work known as monotasks, which each require precisely one of the following resources: the CPU, 

the network, and the disc. As a consequence, the resource consumption of each activity is 

predictable and consistent. Monotasks are tasks that run in isolation. Monotasks do not need to 
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interact with or block on other monotasks during their execution to ensure that each monotask can 

fully utilise the underlying resource. 

Contention is controlled by resource schedulers that are specific to each resource. Each 

worker machine is equipped with a collection of schedulers, each of which is in charge of 

scheduling monotasks on a single resource. It is the goal of these resource schedulers to execute 

the bare minimum number of monotasks required to maintain the fundamental resource utilised 

efficiently and to queue any leftover monotasks. For instance, the CPU scheduler performs a single 

monotask for each of the processor cores. As a result of this design, resource contention is "visible" 

in the form of the queue length for every resource. 

Per-resource schedulers have total control over the resources they are assigned to. It is 

important that monotasks prevent optimizations that require the operating system to initiate 

resource consumption in order to guarantee that the per-resource schedulers can regulate 

contention for each resource individually. For example, disc monotasks flush all writes to disc in 

order to prevent scenarios in which the OS buffer cache is competing with other disc monotasks 

for resources. Figure 3.7 contrasts the execution of multitasks on a single worker machine using 

existing frameworks, as shown in (a), with the decomposition of such multitasks into monotasks 

and execution by per-resource schedulers, as shown in (b). 

 

(a) 
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(b) 

Figure 3.7: Performing eight multitasks on single run machine. (a), every multitask parallels 

reading data over the network, (b), multitasks is disintegrated in a form of DAG of monotasks. 

 

3.5 Results and Discussion 

All of our investigations were carried out on clusters of Amazon EC2 instances, each of which has 

eight virtual CPUs, around 60GB of memory, and two drives. For demonstration purposes, some 

studies make use of m2.4xlarge instances with two hard disc drives (HDDs), while others make 

use of i2.2xlarge instances with one or two solid state drives (SSDs) to demonstrate that monotasks 

may be executed on both kinds of discs. Our tests compare Spark version 1.3 with MonoSpark, 

which is a fork of Spark version 1.3 and is based on it. Unless otherwise stated, we conducted at 

least three trials of each experiment, in addition to a warmup trial (to warm up the JVM) that was 

deleted. Unless otherwise stated, all graphs demonstrate the median with an error range for the 

lowest and maximum values, with the median being the mean of three trials. 

Performance on-par with Apache Spark 

Figure 3.8 shows the runtime of each query in the workload when using MonoSpark versus the 

runtime while using Spark. In terms of performance, MonoSpark is no more than 5% slower and 

up to 21% faster than Spark for all queries other than 1c.When we use MonoSpark, which we 

discuss in more detail in Section 5.3, Query 1c takes 55% longer to complete than when we use 

the first Spark configuration. 
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Figure 3.8: Spark and MonoSpark for queries in the Big Data Benchmark have been compared. 

 

Figure 3.9: Sort (600 GB, 20 machines)        
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Figure 3.10: Block coordinate descent (matrix workload used in ML applications) 16 machines  

 As shown in Figure 3.11, monotasks correctly predict new runtimes. Note that this is non-trivial 

(e.g., no runtimes increased by a factor of 2!). Sometimes there is no bottleneck, and other times 

the bottleneck is interrupted.In both cases, Monotasks gets it correct. 

 

Figure 3.11: Predictions for different hardware within 10% of the actual runtime 
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Configuring the number of concurrent tasks 

Figure 3.12 demonstrates that our monotasks perform better than any other setup: per-resource 

schedulers dynamically schedule jobs with the optimal concurrency level. 

 

 

Figure 3.12: Spark with different numbers of concurrent tasks 

3.6 Summary 

We suggested breaking down today's multi-resource activities into smaller pieces of work, called 

"monotasks," that each require just one of the following resources: the CPU, the network, or the 

disc. Because of the simplicity of this decomposition, users may easily grasp the bottleneck in the 

system, and they can make accurate estimations of the effect of proposed system adjustments. 

Performance transparency is achieved by the use of monotasks, without sacrificing excellent 

performance. Because we are utilising monotasks, we are able to get performance that is equivalent 

to that of Apache Spark, and we have discovered additional options for improvements that we have 

not yet completely explored. We think that nowadays, the biggest barrier to users attempting to 

boost the performance of existing workloads is not a lack of availability optimizations, but rather 

a lack of information about which improvements to leverage in order to achieve their goals. 


