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CHAPTER 6 

CONCLUSION AND FUTURE SCOPE 

Based on the traffic load, we develop models that can accurately predict the resource needs for 

VNF resources. To accurately predict VNF resource demands, apply machine learning approaches 

to estimate VNF needs in terms of CPU as a function of the traffic they will handle. We do this by 

training ML models on real VNF data that includes performance and resource needs assessments. 

The trained models can then reliably anticipate the resources needed to manage a given traffic load 

for each VNF. These ML models are added to a method for scaling and placing VNFs at the same 

time, and their effect on the VNF placements that result is studied. The use of models in VNF 

placement algorithms will improve the efficiency of mVNF placements in the next iterations. Our 

examination of five different machine learning algorithms demonstrates that picking the machine 

learning method that is most appropriate for complicated resource allocation is very crucial. The 

use of fixed resource allocation will result in severe over-allocation of infrastructure, a large 

number of virtual networking services, and needlessly high latency, all of which will lead to high 

costs and poor service quality in the long run. The sophisticated arrangement of resources will 

reduce resource consumption while simultaneously improving service quality. We've spoken about 

how datacenter researchers and practitioners may put the results of this study to use in their own 

work. Because datacenter operators can predict the growth of the resource needs of VMs in each 

datacenter, they may prepare physical hosts to host VMs well in advance of the need. Specifically, 

we investigate the ACF of resources, which can be used as a starting point for developing time-

series models (e.g., auto-regressive models) that anticipate future resource needs. The Prediction 

times for proposed XGBoost is 0.1 ms and placement time is 0.5 s. The scaled Ridge Regression 

model (Proposed) which is L2 regularization for feature reduction fit the data the best (MAE = 

30.61%) compared to Lasso regression (MAE = 30.99%). We were effective in being able to model 

future CPU usage, as evidenced by a MPAE of 30.61% for a highly variable dataset. 

In the future, we may investigate if it is possible to dynamically alter TensorFlow and 

Pytorch in order to increase the number of threads. Discovering an optimal container management 

strategy is another aspect of container recovery and relocation that we'd want to touch on in this 

discussion. The gadget would be subjected to a series of tests to determine which sort of platform 

produces the greatest results. Researchers may use our results, as well as the traces that were 
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rented, to construct and evaluate their workload-prediction models, which are now under 

development. In addition, we investigate resource needs and demands for virtual machines (VMs), 

which may be used as a starting point for investigating VM consolidation and migration 

approaches. Through the analysis of correlations between resource usages, we may determine the 

degree of reliance across resources; a negative correlation indicates potential for consolidation. 

The information presented in this work may be utilised to guide the experimental setting of 

simulation research, including multi-resource provisioning, which is the subject of this study. 

Furthermore, researchers may use our trail to test the effectiveness of their consolidation strategies. 

We are developing a scheduler that will migrate a virtual machine (VM) to a different physical 

host depending on the resource utilisation of the VM and the load on the physical host in question. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 


