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CHAPTER 1 

 INTRODUCTION  

1.1. Overview 

Most communications service providers (CSPs) have previously organized network function 

virtualization (NFV), and the solutions based on NFV will be expected to increase its penetration 

[1, 2] continuously. The justification for this is that NFV may assist CSPs to decrease costs by 

streamlining operations and minimizing the amount of time and resources required to launch new 

or upgraded services. Implementing NFV-based solutions necessitates significant changes in 

service delivery by CSPs. It includes breaking down benefits into their main components and 

operating those components in a software-based, highly distributed way. Yet, when CSPs embrace 

new, NFV-based delivery models, their old service management methodology breaks into three 

significant dimensions. One dimension along which the model deviates is that a centralized 

management strategy makes sense when the functions and services being controlled are similarly 

centralized. When it comes to those functions and services that have been dis-aggregated into a 

group of highly disseminated components that communicate in a dynamic way with each other, it 

tends to fail. CSPs must build a management solution that gathers management data directly from 

all centralised and decentralised aspects of a service to meet the needs of managing a highly 

distributed system. 

In the conventional centralised management model, comparatively small amounts of 

comprehensive management data are stored for more than a brief period. As a result, the second 

dimension of the model tends to break down. Because each new iteration of mobile services 

generates a growing amount of management data, traditional management systems will save only 

a decreasing fraction of the generated management data. Managing NFV-based services, functions, 

and services necessitates CSPs to adopt an extensive data management methodology to store 

granular management data on a large scale. The ideal management approach fails on the third 

dimension because it concentrates on separate technological domains. To overcome the limits of 

a siloed management approach, an efficient big data solution must enable management data to be 

united with a diverse range of data sources. To meet the real-time needs of a CSP's operations 
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teams, the resolution must also include a cloud architecture that allows multi-tenancy, ensuring 

that a user or group of users does not negatively affect other users. [3, 4]. 

 

Figure 1.1: Architecture of Managing NFV-based services and functions 

1.2 Big Data and Predictive Analytics 

By introducing big data technology into the organization, big data analytics will assist 

organisations in providing the required overview to business drivers. So, this is an example of 

advanced analytic systems for a large datasets. This is something that traditional data warehousing 

applications can do [5, 6]. Hadoop, MapReduce, massively parallel processing databases, in-

memory databases, search-based applications, data-mining grids, distributed file systems, 

distributed databases, the cloud, and so on are examples of these technologies. Predictive analytics 

uses extensive data to identify significant patterns to forecast future occurrences and evaluate the 

attractiveness of alternative solutions. It may be used on any form of anonymous data, whether it 

is from the past, the present, or the future. It delivers business intelligence about the future by 

utilising significant data insights. 
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1.2.1 Relation between Predictive Analytics and Machine Learning 

The reduction of large volumes of data into information understood and utilised by humans is 

called predictive analytics. Averages and counts are the basic descriptive analytic techniques. This 

approach employs complex techniques from classical statistics, such as regression and decision 

trees, to deliver reliable answers to questions such as, "How precisely would a 10% increase in 

advertising budget affect my sales?" In addition, it results in simulations and "what-if" studies that 

users can learn more about.The technique of computational learning that consists of most Artificial 

Intelligence (AI) applications is called Machine Learning. In machine learning, systems or 

algorithms develop themselves via data experience rather than explicit programming. ML 

algorithms are versatile tools capable of making predictions while learning from billions of pieces 

of data. Machine learning is seen as a modernization of predictive analytics. The backbones of ML 

models are efficient pattern recognition and self-learning, which automatically evolve based on 

changing patterns to allow appropriate actions. [7, 8]. Many businesses now rely on machine 

learning algorithms to better understand their customers and potential income prospects. Hundreds 

of current and newly created machine learning algorithms are used to provide high-end forecasts 

that influence real-time choices while relying less on human interaction. While organisations must 

grasp the distinctions between machine learning and predictive analytics, it is also critical to 

understand how they are connected. Machine learning is a subset of predictive analytics. Despite 

having similar goals and methods, they have two significant variances: 

 ML deals with the predictions and revises the models of the design automatically. On the 

other hand, predictive analytics sternly deals with "cause" data and with "change" data. It 

must be restored. 

 Predictive analytics still depends on human expertise, apart from machine learning, 

testing, and working out the cause and outcome. 

1.3 Distributed Systems Architectural Model 

An architectural model facilitates and summarises the functionality of the various parts of a 

distributed system and considers the location of the parts across the network and the 

interrelationships between these parts, e.g., client-server, peer-to-peer. 
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Client-Server Model: It consists of two parts (see Figure 1.2): 

In the client-consumer process, clients send requests to servers (i.e., invocation). 

In the ServerProvider process, servers send responses to clients (i.e., results). 

.  

Figure 1.2: Client-Server model 

Servers might be clients 

Internet service is a client of a DNS server, a server that translates DNS names to IP addresses) 

[9]. 

Peer-to-Peer Model: In this approach, all processes (objects) have a similar function, 

collaborating as peers to accomplish a distributed activity or computation with no difference 

between clients and servers. (See Figure 1.3). [10]. 

 

Figure 1.3: Peer to Peer model 
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1.4 Cloud Computing 

Generally speaking, cloud computing is a new paradigm for hosting and delivering services over 

the Internet, and it is an abstraction for the complex infrastructure that enables universally 

accessible, convenient, and on-demand network access to a shared pool of configurable computing 

resources (including but not limited to networks, servers, storage, applications, and services), 

which can be rapidly provisioned and released with minimal management effort or service provider 

interaction (i.e., it allows enterprises to start small and increase resources only when there is a rise 

in service demand). By configuring them as a network of virtual services (physical components, 

repository, user-interface, application logic), the clouds hope to influence the next generation of 

data centres by allowing users to access and deploy applications from anywhere else in the world 

on demand at an affordable price. Obviously, it depends on the users' quality of service 

requirements (QoS) [11]. 

The cloud computing paradigm introduces a novel approach to the execution of application 

services. Due to the fact that the cloud is utilised as an application hosting platform, there is no 

longer a need to build up a huge number of hardware and software infrastructures. This allows 

businesses to concentrate on developing and delivering services in a business-like manner. Due to 

the fact that services are provided by the service provider in a cloud computing environment, the 

traditional role of this provider can be divided into two parts: infrastructure providers, who manage 

cloud platforms and lease resources according to a usage-based pricing model; and service 

providers, who rent resources from one or more infrastructure providers in order to serve the end 

users. Figure 1.4 depicts a simplistic representation of cloud computing [12]. 

 

Figure 1.4: Simple Conception of Cloud Computing 
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Added to the advantages of the cloud that attract business owners to migrate their services to a 

cloud environment, there are other prominent characteristics of the cloud which make it charming 

to other familiar users. These characteristics can be summarised in the following points: 

 Multi-Tenancy: The Cloud System framework enables a normal responsibility partition. 

The services in a cloud are co-located at a single data center, which results in management 

and performance issues among the providers of the services. 

 Shared Resource Pooling: A virtualized software model is used by the infrastructure 

provider to provide computer resource sharing (e.g., physical services, storage, and 

networking capabilities) that can be dynamically assigned to a large number of service 

requesters.This dynamic capability of resource assignment provides more benefit to 

operating the costs and managing resource utilisation for the infrastructure provider. 

 Service-Oriented: The framework describes the standardised protocols and interfaces that 

allow developers to operate functions and interior tools such as services that users can 

access without the need to regulate over interior workings (for example, for discovery, 

quality, and data transfer) [13]. By the Service Level Agreement (SLA), each provider 

offers the service negotiated by the user in the cloud. 

 Dynamic Resource Provisioning: Dynamic provisioning of resources is one of the 

foremost characteristics of the cloud. The resources could be achieved and set free on the 

fly in the cloud depending on the current demand requirements. This dynamic scaling 

achieves high levels of reliability and security [14]. 

1.5 Cloud Computing Architecture 

Service-Oriented Architecture (SOA) and Virtualization Technology are the two basic and primary 

concepts on which the Open Architecture of Cloud Computing is based [15]. 

The handling of middleware, how images of the operating systems are handled, and how 

applications are pro-designed and assigned to a slice of a server stack or a suitable physical 

resource is done by Virtualization Technology. The images can be moved from place to place and 

allocated to a production environment on demand. There are two basic methods for cloud 

virtualization. Hardware virtualization is the first method; it is responsible for managing the 

hardware devices in connected mode to increase the system's performance dynamically without 
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affecting any existing process. Software virtualization is the second method; it manages software 

images to enable sharing of the software. The software images are created depending on the degree 

of reusability of a set of software systems comprising applications and middleware of the operating 

systems [16]. Addressing extensibility, reusability, and flexibility of the system brought up the 

software architecture in the name of the Service-Oriented Architecture. SOA is a way of applying 

the system capabilities as services; the interfaces of those services use standard implementation 

and independent descriptions and tools that appear to the final user as a unified component. There 

are many sets of technologies that are used for creating SOA, such as the web service approach 

[17]. Therefore, Cloud Computing uses SOA to construct scalable platforms that will have the 

capability to produce standard-based interfaces, extensible solution architectures, and reusable 

components [18]. 

1.6 Cloud Computing Layered Architecture 

The hardware/datacenter layer, the infrastructure layer, the platform layer, and the application 

layer are the 4 layers of the layered model of architectural cloud computing. Each layer of the 

cloud architecture could be executed as a service to the above layer, and vice versa, the above layer 

could be the customer of the below one. Cloud architecture provides three types of services: 

Platform as a Service (PaaS), Infrastructure as a Service (IaaS), and Software as a Service (SaaS). 

architectural model, which will be discussed in 

more detail as follows: 

 

Figure 1.5: Cloud Computing Layered Architecture 
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 The Hardware Layer: Physical hardware that is delivered by the cloud is managed and 

built up the resources for the cloud is represented by this layer. Data centres are the 

common places to execute hardware layers. Thousands of servers, which are prearranged 

on racks internally linked through switches and routers, are usually present in the data 

centers. Generally, the cloud service provider provides the hardware service, making it the 

least significant layer in the architecture of the cloud. Finally, through the usage of several 

hardware platforms to make the system fault tolerant, the hardware layer can be made fault 

tolerant [19]. 

 The Infrastructure Layer: This is also called the virtualization layer. The infrastructure 

layer creates a pool of computing and storage resources by separating the resources into 

physical and virtual resources through the usage of virtualization technologies such as Xen, 

KVM, and VMware. It provides Infrastructure as a Service (IaaS) that enables on-demand 

provisioning of infrastructural resources that are based on VMs. The Cloud sets up the 

sted in data centres 

and possessed by the IaaS providers, and then the consumers are owed based on a pay-per-

use [20]. 

 The Platform Layer: it is built upon the infrastructure layer; it is laid upon the platform 

layer that provides Platform as a Service (PaaS) that includes operating systems and 

application frameworks [21]. Here on this layer, the development tool is hosted itself and 

managed via a browser for the solutions. PaaS gives developers the ability to build web 

applications without installing external applications and can deploy them without any 

uniquely specified administrative skills. Examples of PaaS providers are Google App 

Engine [22], Microsoft Windows Azure [23], and Force.com [24]. 

 The Application Layer: It is the highest level of the Cloud Computing grading; Software 

as a Service (SaaS) is presented by the application layer for delivering on-demand actual 

cloud applications.The cloud applications are reachable from multiple user devices via a 

user interface such as an internet browser (e.g., web-based email) or programme interface, 

and the underlying cloud infrastructure is not necessarily managed and dealt with by the 

user (e.g., individual application capabilities, network, storage, 
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Recent services and applications have migrated to the cloud computing-based paradigm in which 

users attain computing resources from large-scale data centres of service providers. The user 

accesses the applications and services that are typically hosted and run on virtual machines in the 

interconnected data centers. Providing a suitable computing resource to the users' request in an 

efficient manner is called resource provision [25]. Optimality of resource provisioning is an NP 

problem that needs to be solved. Soft computing, such as genetic, swarm, neural, and fuzzy 

computing, aids in surmounting these NP problems by using inexact methods to give useful but 

inexact answers to intractable problems. 

1.7 Major Challenges 

The Cloud provides a number of features to all the clients. However, there are numerous major 

challenges that are not taken into account for the business.These are listed in [26]: 

1.7.1 Resource Administration 

Cloud services are available on a pay-per-use basis. Resources are allocated dynamically and it 

provides a reliable service for the business [27-30]. Clients or stakeholders demand numerous 

services for their businesses, and all the services must run concurrently for their businesses. A 

Cloud Service Provider (CSP) is responsible for providing the resources to the clients and ensuring 

whether the clients' requirements are satisfied. Resource management includes three core ideas: 

resource provisioning, resource scheduling, and resource monitoring. A cloud user sends the 

requests and requirements to the CSP for processing. The request is processed within the minimum 

time and minimum cost. Resources are provisioned based on the user requests and it achieves high 

resource utilisation and availability from the group of resources (r1, r2, r3 rn) and group of 

workloads (w1, w2, w3 ..., Wm). By using resource provisioning, the mapping of workload and 

resources can be done based on the user requests. It is used to enhance the performance of the 

cloud. Working degradation occurs as a result of execution cost, SLA violation, configuration 

change, and resource cost. In the cloud, efficient and dynamic resource allocation is preferred for 

improved performance. 
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1.7.2 Resource Provisioning 

Because of the non-availability of cloud resources, resource provisioning is a trivial task. 

Provisioning the correct resources to the user's requests depends on user requirements and 

availability [31, 32]. It is difficult to identify and provide the appropriate resources for user 

requests as well as pair the resources with workload. For example, the user workloads (w1, w2, w3 

,..., wm) and resources (r1, r2, r3 rn). res ={r1 k Trn is the 

entire number of resources. wtot={wi i Twm is the total 

number of workloads.  

 

Figure 1.6: Resource Provisioning model 

As represented in Figure 1.6, cloud users send requests to the Resource Provisioning Admin (RPA) 

and send the workloads. The admin processes the requests and identifies the resources using 

resource discovery based on the user requests. Cloud Resources will have all the information about 

the resources and their pools.  

1.7.3 Resource Provisioning issues 

Resource provisioning is used to identify the appropriate resources for the user requests and 

allocate the correct workloads within the time frame for the benefit of applications to effectively 

use the resources [33, 34]. To achieve maximum throughput and minimum execution time, the 

workload and resource allocation should be done automatically. An effective resource 
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provisioning and workload balancing for the cloud application is required to improve performance 

factors such as availability, reliability, security, and CPU utilization. 

1.7.4 Resource Scheduling 

The trivial tasks of resource provisioning comprise ambiguity and different sets of resources. 

These problems are not fixed with the old resource provisioning methods in the cloud. To achieve 

a better cloud workforce, efficient and workload-balanced cloud services are adapted within the 

cloud platforms. Resource scheduling [35, 36] includes two core ideas: Allocation of resources 

and mapping of resources. Allocation of resources will be completed by identifying the appropriate 

resource for the appropriate workload within the time frame.By fixing the resources used and 

released in the cloud, we can calculate the amount of resources needed and schedule the workload 

requests on time. The mapping of resources is to identify and map resources and workloads in the 

cloud to achieve maximum efficiency. The performance factors are considered for the cloud 

service availability. Due to changes in workload requirements, effective and efficient resource 

provisioning is needed for better cloud service. To avoid the over-provisioning and under-

provisioning of resources, a huge number of resources are needed, and monitoring the resources is 

also a big task in the cloud. 

1.7.5 Resource Management 

To increase the performance of the cloud, resource monitoring is needed for the cloud. A resource 

monitor will analyse the resource performance and utilisation and Service Level Agreements 

(SLA). An SLA can be created between the cloud provider and the cloud user for better cloud 

service. By using the monitoring, the SLA violations and deviations can be identified, and we can 

calculate the resources utilised in the period. If any unexpected loss of resources occurs, it will 

also be notified by using the monitoring. To achieve maximum throughput, the deviation should 

be minimal compared to the threshold value set in the SLA. Resource monitoring is used for 

measuring CPU utilisation and memory usage. CSP has to maintain the number of resources 

needed for quality service when an enormous load happens in the cloud. The two primary functions 

of resource monitoring are: 
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(i) Cloud user requests are processed with cost and time minimization and without SLA 

deviation. 

(ii) CSP provides the resources and executes the requests (workloads) within the specified 

time. By using resource monitoring, we can analyse the usage of resources, deviation from 

SLA, and requirements. It can be used for monitoring the resources and to achieve 

performance parameters like availability, authenticity, and integrity. 

1.7.6 Cloud Cost 

If a user needs packaged software, they may intend to purchase a license, hardware, server, and 

support staff. Scaling is problematic in this software because the scale up and down can be 

expensive and require experienced people to setup the software. In these scenarios, the cost is 

difficult to estimate. In the cloud, the CSP provides everything to the users, and scaling is simple. 

Cloud computing costs are easily quantifiable and communicated to the user.Users pay only for 

the resources they use. CSP estimates the resources going to be used for the user requests and the 

barrier of entry is low. For building a datacenter, using the cloud is the best option. A data centre 

can be built module by module. Each module will have 1000 systems. Modules need electricity 

and network connections for better service. Install once and run every time is a concept in a 

datacenter. It decreases the maintenance cost and increases the life time of service. By using a 

virtual server, we can reduce the huge number of physical resources in the cloud. A cost analysis 

tool may be used to help companies find the usage of a particular business and its operations. 

1.7.7 Cloud Service Provider Reliability 

To provide an efficient cloud service, the resource should always be available and responsive to 

the user's requests. Software reliability is the likelihood that software will perform at the desired 

conditions and at the desired time, providing the environment it is designed for. Four main goals 

to achieve reliability are 

1. Maximize service availability: As long as the customer wants to connect to the internet, they 

must be able to connect to the service. 

2. Minimize the impact of failures: Recommendations to satisfy the customer's needs 1) work to 

minimise the impact of leverage on customers. If the remote server goes down, the customer is 
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still able to use the service to complete the task. 2) Reduce the number of customers who are 

impacted by the leverage.Design a service to isolate it quickly. So that if one service goes down, 

they can use the part of another service to access it quickly. 3) Reducing the amount of time 

customers can use the service. 

3. Maximize performance and capacity: When an unexpected spike or traffic occurs, it reduces 

the low performance of the customer. By using the priority system, which allocates the resources 

for high-priority requests. 

4. Maximize business continuity: If any disaster happens, the quick recovery of all the customer 

data is needed. Create an automated recovery to increase the integrity of customer data. 

1.7.8 Admission Control 

In the cloud, users produce distinct requests with specific limtations to the cloud service provider. 

User requests are self-confessed and planned based on the accessible resources that are verified by 

using the admission control. CSP has to update the resource allocation and scheduling strategies 

frequently so that the resource availability can be known to everyone. If any new request is 

submitted, it will be serviced based on the existing request priority and resources available. If 

multiple requests are placed, a new priority policy will be implemented in the CSP and the optimal 

solution will be given to the users based on the resource availability [37]. For example, some 

requests should be handled with stringent deadline requirements since they are related to safety-

critical services. These requests are considered more critical than other, less stringent requests. 

High priority requests are served first, and low priority requests are served later. If a request is 

placed with multiple constraints like (security, cost, availability), it can be processed and the 

optimised solution can be provided. 

1.7.9 Energy Management 

Energy management in the cloud plays a major role in the cloud. Increasing the energy efficiency 

of the cloud is a major task in the cloud. By building energy-efficient devices and using green 

computing technology, we increase the efficiency of the cloud. It is affected by the hardware, CPU 

speed, and heat-generating devices. By using energy-efficient techniques, they increase the 

application performance. 
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1.7.10 Bandwidth 

Bandwidth is an important parameter in the cloud, and because it is limited, only cloud 

performance can be measured.Cloud computing is basically based on the internet and its speed. 

By using efficient strategies, the speed can be increased and the performance of the network can 

be achieved. 

1.7.11 Traffic Management and Analysis 

Performance can be degraded due to network traffic and delays. Planning the right model and 

allocating the right resources will reduce the traffic in the network. Network engineers must 

understand the traffic flows in order to enhance the performance. 

1.7.12 Cloud Security and Privacy 

Security is an important aspect of any technology. Data should be secure and not modifiable by 

any intruder in the network. CSP must satisfy the customer's needs and requirements. For any 

specific service that needs more security, a dedicated security algorithm must be allocated to avoid 

the theft of data. For accessing the content in the cloud, only authorised users are allowed to use 

the service. Attributes like authentication, security, and integrity are achieved to provide a secure 

service in the cloud. 

1.8 Problem Definition 

A Cloud Service Provider (CSP) is the one providing all the resources requested by the user. 

are provided to the user based on their demand and the billing metre is fixed as a service for 

every user. If a user wants to use the Gmail service on the internet, then first the user will connect 

to the internet and then they will be connected to the CSP. Here, CSP refers to Google because 

the Gmail service is provided by the Google Cloud. Google will provide all the physical hardware 

servers based on their disk storage. 

The primary objective is to build useful performance profiles that precisely model and 

predict VNF resource requirements by using machine learning. Consequently, to get improved 

dynamic resource allocation, the use of appropriate machine learning must be done inside the 
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VNF placement algorithms. These methods dynamically scale, position, and assign resources to 

VNFs, addressing the VNF placement problem and demonstrating why it is critical to distribute 

VNF resources appropriately and dynamically according to the current traffic load rather than 

allocating pre-defined, fixed amounts of resources. Finally, we want to show that using machine 

learning-based performance profiles produces better outcomes than simplistic approaches. 

 Some remarkable workload traces are publicly obtainable or have been characterised 

publicly, even though actual data and information about workload characteristics are frequently 

advantageous for the operations behind datacenters. However, the traces are produced by data 

centres like Google, Microsoft, and other enormous data centre (column TS) operators and 

characterise workloads that might be archetypal for MapReduce and some extra additional 

operations for uniquely mentioned (column Workload) organizations. We wisely perceive some 

research that comprises only the requested resource data and has rarely consisted of disk and 

network information. To address the scarcity of resources and data in datacenters, we intend for 

the workload to be characterised by consumer applications that are business-critical. 

To gather large-scale and long-term workload traces from a different cloud datacenter in 

order to solve the above problem, Workload traces contain information such as disc I/O, memory, 

network I/O, CPU, interrelated for used and requested resources. Analyze the fundamental 

statistics of the requested and consumed resources and the time patterns in resource consumption. 

In particular, we look at the peak-to-mean ratio in resource utilization. For this research work is 

to build and improve multi-agent, weighted XGBoost and Spark algorithms and multistage 

traffic load, and delay. There is more space for enhancing the performance and scalability of the 

device. 

1.9 Objectives of the Research 

To address the issues raised above, the primary goal of the research work is to design an efficient 

and dynamic resource provisioning system where resources are readily available when we want 

to use them for a new business trend. To achieve the aforementioned primary goal, the following 

objectives were established: 

1) To maximize Resource Allocation with Virtual Network Function Resource Allocation 

2) To optimise the Dynamic Vrtual Network Function Resource Allocation through Virtual 

Network Function (VNF), performance prediction 
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3) To integrate the Virtual Network Function (VNF) Placement for Load Balancing using 

Machine Learning Techniques 

4) To implement and Model the System Resource usage for Predictive Scheduling using 

Regression Techniques. 

5) To evaluate the performance of our Framework in terms of delay, prediction time, 

placement time, response time, ROC, and mean percentage absolute error. 

 

1.10  Motivation 

Cloud computing systems change every day due to their unpredictable environments. It is very 

hard to obtain exact data on the system. It requires many resources and new policies to manage 

the user requests. The main function of the cloud is to provide high availability of resources for 

users. High availability can be achieved by increasing the performance, functionality, and 

minimising the cost of the cloud. Because of the changing environment, workload cannot be 

predicted.To alleviate this situation, the work conducted first is the complete research on cloud 

datacenter hosted workloads related to business-critical applications. A compilation of large-

scale and long-term workload traces matching requested and utilised resources in a distributed 

data centre serving mission-critical demand. The extensive datasets concentrate on four major 

categories of resources, all of which may become bottlenecks for mission-critical applications: 

disk input and output, CPU, and, in rare research, input of resources in workloads. Then, define 

the demand for and utilisation of these resources and survey fundamental statistics, including 

correlations and basic time patterns. In addition, the utilisation of resources at all hours of the 

day differs considerably. The findings show multiple work submission frequencies at varying 

hours of every given day. Work submission rates typically drop below normal. Because of the 

cost, it will be beneficial to use a public cloud where large data computing clusters can be 

installed. Even though a user pays for data use of virtual machines (VMs), per-second charges 

typically exist. If VMs have to plan any work, they can switch it off to reduce the financial cost. 

They can switch the isolated VMs on if desired.  cloud service companies sell various forms of 

virtual machines at different costs? A smaller virtual computer with a reduced capacity of 

resources is more inexpensive than a bigger virtual machine with a high capacity of resources. 

In this way, they can distribute clusters with smaller VM instances in times of less demand when 

large VMs could be used only in times of need. Schedulers of cluster configurations can trigger 
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the following problems: 

 Digital computers are under-utilized and money is lost on them. This would have a 

significant effect on the cluster, as most of the VMs are switched on 24/7. 

 In the cloud, various kinds of VM instances are accessible for use as worker nodes. 

Composing a cluster of VM instances with just having one form of VM to operate with 

will not be cost effective. This research motivates us to build a system for optimising 

heterogeneous resource distribution in complex environments using Spark. 

1.11 Organization of the Thesis 

The thesis is divided into 6 chapters as follows: 

Chapter 1 provides an overview of distributed systems and their various types, such as cloud 

computing and distributed computing, with the goal of dealing with the environment, 

characteristics, benefits, and challenges of each computing system. 

Chapter 2 is a survey of innovative methods and algorithms that improve NFC scaling and 

placement automation using and without machine learning. Every algorithm is displayed with its 

characteristics, paradigm, flow chart, and pseudo code. Also, this chapter handles the problem and 

how it can be solved by the displayed algorithms. 

Chapter 3 discusses the resource management processes in cloud computing systems and focuses 

on the resource provisioning and allocating problems as they are considered the main research 

issues of this thesis. Also, this chapter displays the different types of provisioning policies and the 

related research, which handle the resource provisioning problem with their advantages and 

shortcomings. 

Chapter 4 presents the evaluation of the suggested machine learning-based dynamic resource 

allocation, which aids in ensuring acceptable service quality while avoiding over-and under-

allocation. Furthermore, it trains and compares resultant models for forecasting VNF resource 

requirements using six different machine learning techniques on real-world VNF data. 

Chapter 5 complete workload traces are critical for addressing different resource management 

concerns in cloud datacenters. to create a model that can estimate resource consumption more 
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intelligently. The experimental findings reveal that the suggested scheme, Scaled Ridge 

Regression Model (L2 regularisation for feature reduction), has a positive influence on resource 

allocation in cloud computing and also provides a comparative analysis of the efficiency of the 

proposed algorithm and other methods. 

Chapter 6 states the conclusion of the work in the thesis and the future work that can be suggested 

depending on the thesis. 
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CHAPTER 2 

LITERATURE SURVEY 

2.1. Overview 

This chapter bring together previous research on network function virtualization (NFV) paradigms. 

After the development of cloud computing, the role of information technology in business and 

personal lives has become possible with a variety of possibilities that provide for the customer 

users based on our specific requirements. Currently, various types of applications, stages, and 

organisations are now available on a reference model said to be pay-as-you-go at competitive 

prices. Moreover, the widespread implementation of cloud computing technology with cloud 

customers' count has advanced the entire functioning of the research in this field [38-42]. This 

way, it decreases the overhead expenses, enabling research. The major aim of this chapter is to 

analyse the drawbacks of various strategies and methods to overcome the restrictions through our 

proposed system. 

2.2.    Resource Allocation with the Cloud Computing Development 

As previously indicated, the dynamic resource scheduling system can automatically adjust to 

changes in the workload and needs of consumers at any moment. This is done by trying to scale 

up or down the resources using a set of algorithms, rules, and policies to match the available 

resources as closely as possible with the current workload and needs, preventing both 

overprovisioning and underprovisioning [43-47]. 

The emergence of HCI (Human Computer Interaction) patterns is related to redundancy and 

discrepancies that frequently cause confusion and overburden in the user's interaction. 

Conventional methods, such as database discipline, have considered parameters for dealing with 

these issues by permitting data to be organised and reused effectively through the use of normalised 

database tables and structured queries, among other methods. By proposing and developing a proof 

of concept, the authors [48] hoped to improve the process of pattern generation by eliminating 

inconsistencies and conflicts, as well as by delivering patterns in a reusable manner. They have 

constructed a procedure to aid in the integration and distribution of patterns. Using the process, 
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they have developed a system that will assist novice users in receiving patterns in an organised 

form and being able to use them efficiently in their designing artefacts when the method is applied. 

Underpinning the system are XML databases, and the procedure will assist in feeding patterns into 

the databases and rewriting them in an easily reused semantic manner, among other things. It is 

possible to include tools in the interface that dynamically process patterns in a user-friendly system 

design and that may be connected to certain other XML-or UML-based tools thanks to the 

databases and the platform. 

In [49], the authors provided a motivation for and a computational foundation for the issue of 

situation assessment. It outlines a comprehensive technique for merging multimodal real-time big 

data into situations that can be taken action upon. Furthermore, it provides a general technique for 

modelling and identifying situations. Subject professionals may model their situations of interest 

with the help of a set of generic building blocks and guidelines that have been developed. A system 

that has been established may be used to test, improve, and put into effect the patterns that have 

been generated (EventShop). The results of implementing this method to develop different 

situation-aware applications by merging heterogeneous streams (e.g., Facebook, Bing Analytics, 

Satellite data, Censuses) are discussed in further detail. 

In [50], the authors outlined the Web Service Descriptive Model with Quality of Service (QoS) 

information, which they called (WSDM-Q), as well as the architecture designed using Service 

Level Agreement (SLA) based Web Service Selection and Ranking with Quality of Service (QoS), 

which they called the (WSS-Q) architecture (SLAWSSR-Q). The suggested service selection 

method relies on the user's basic quality of service (QoS) criteria. Thus, it meets the recommended 

Quality of Service (QoS) standards for web services as specified by the service requester. The 

suggested design surpasses the competition in terms of both practical and non-practical web 

services, as well as SLA-based web services. 

In [51], the authors studied the challenge of resource allocation in order to maximise the overall 

profit earned from SLA contracts while minimising the total profit lost through operating costs 

incurred. In this paper, they introduce the model based on multi-tier applications, in which the 

guarantee-based service level agreement (SLA) is utilised to represent the profitability of the 

system. It is possible to set an upper limit on the profit of each customer by easing the capacity 
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restriction on the servers and distributing the clients among them. Using the upper limit as 

motivation, it is advised to use force-directed search to provide an initial solution. It is also 

suggested to use force-directed discovery to consolidate resources. The effectiveness of the 

approach is compared to that of the upper limit solution and the iterative improvement strategy 

presented in the prior study, and the results are promising. 

In [52], the authors described several different facets that influence the quality of DC RA models, 

as well as their implications. The majority of external challenges are driven by variables such as 

regulatory, regional, and pricing model-related concerns. Internal issues involve exploiting the 

advantages of data localization characteristics to the greatest extent possible. These also comprise 

the design of a robust internal DC network infrastructure. Memory with a high power consumption 

on the server's internal bus (64W) Disk Efficiency reduced by the power supply (12W) and PCI 

Express (PCI) slots (50W). MOTHERBOARD FAN (10 watts), CPU (4 watts), and NIC (4 

watts)Multicore processor aspects are connected to SDN, fault-tolerant, and adaptability, to name 

a few examples. The energy-aware RA design approach has performance issues, most of which 

are driven by consolidating, virtual machine migration, and idle state setup on server idle states. 

Several design modifications are presented with the possibility of providing a benchmark that can 

be used for developing a complete energy-conscious resource allocation model for cloud 

computing data centres (CC data centres). 

In [53], the authors used an SDN-based cloud computing architecture. The authors proposed an 

end-to-end quality of service management system. When it comes to SDN, they provide a QoS-

guaranteed strategy that allocates resources dynamically across all cloud users using a route 

optimization algorithm, which is reliant on the characteristic of control plan separation from data 

plan. Furthermore, they used queuing technologies to guarantee that prioritised users' requests 

were met when no candidate path could be calculated by the routing protocol. The results of the 

experimental measurements illustrate that the proposed framework can deliver assured QoS for 

cloud customers' requirements. 

In [54], the authors concentrated on resource optimization for virtual machines deployed in the 

execution of tasks by using a threshold-based tournament selection probability for virtual 

machines. The proposed methodology was intended to generate a metatask, as the proposed 
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technique was a median-based improved Max-Min approach, which was deployed to do this. The 

trial results revealed that the approach outperformed the reference system in terms of makespan, 

resource usage, and throughput. Due to the load balancing, the workload was indeed evenly 

balanced between the two datacenters. 

In [55], the authors proposed a linear programming model of the resource allocation issue in a 

cloud computing environment and then proposed a Hungarian Algorithm Based Binding Policy 

(HABBP) as a method of improving the model. The next step was to contribute code to the popular 

CloudSim simulator and compare the performance of the proposed HABBP software 

implementation to that of the usual CloudSim binding policy and a binding based on the Simplex 

method, which was previously developed. When it comes to overall job execution time, the 

simulation results reveal that the newly proposed policy outperforms the traditional binding policy 

that was applied in the CloudSim in terms of total job execution time. 

In [56], the authors specifically developed a resource management framework as well as a 

prototype to enhance resource usage rate, minimise data processing system overheads, and retain 

workload balancing. The structure and prototype's advancements entail resource management, 

allocation of resources, resource adaptation, and resource release, among others. They were able 

to confirm the practicality of their prototype through tests, and the results of system assessments 

revealed that the time required for resource allocation and release is related to the number of virtual 

servers but not really the time required for virtual machine migrations. Research on resource 

management approaches has been conducted because it has some relevance to the optimization of 

functionality in virtualized computing environments, so it has been conducted. 

In [57], the authors describe the architectural and process of the CCSMVM before getting into the 

important methods of task creation and scheduling, respectively. To test the sample of the 

CCSMVM integrated by Ansys, a FEA programme that is similar to FPBS is being created by 

Ansys. The results of the trials demonstrate that: (1) the viability of essential technologies has been 

established, as load balancing between virtual servers has been accomplished; and (2) CCSMVM 

is capable of completing tasks in a short period of time while using a large number of resources. 

(3) The task allocation method is more efficient than other algorithms in completing tasks in a 



23 
 

shorter amount of time. By swapping running speed for resources, CCSMVM may accelerate the 

execution of tasks. 

In [58], the authors designed a framework based on a three-layer structure for collaborative 

computing task distribution, deployment, and execution over multiple virtual machines to 

implement transparent design and placement of tasks. The framework simplifies the interaction 

among processes with implicit communication and provides a highly reliable and fault-tolerant 

computing environment. Based on the supporting technologies, including virtual appliance 

technology and application virtualization, six key techniques are proposed for the framework 

design. They are the description of executable file packages and their submission methods; 

automatic distribution and deployment of executable files; the way of starting and loading tasks; 

status transition of feature units; message communication language; and system fault tolerance 

approaches. Based on these key techniques, a prototype system has been developed and its 

performance tested. The experimental results show that the framework and key techniques can 

improve the speed of task distribution, deployment, and execution, as well as the system 

throughput. The task speedup rate is therefore increased. 

In [59], the authors state that in order to effectively provision resources, a joint approach that 

incorporates virtual machines and bandwidth distribution is necessary. Additionally, demand is 

unexpectedly high or low. The reserving of resources is permitted by service providers. To account 

for this risk, they employ stochastic programming to account for the risks of under-and over-

provisioning. In order to improve the performance of the stochastic optimization, they minimise 

the complex problem using a scenario tree reduction approach, which considerably improves 

tractability while maintaining a strong heuristic. In addition, a sensitivity model was used to 

analyse the solution's tolerance to changes in parameter values. Their approach is shown to be 

optimum and to adapt effectively to changes in parameter values based on historical demand data, 

which they get via the use of a deterministic equivalent formulation. It has also been demonstrated 

that price sensitivity analysis may be beneficial for both customers and providers in terms of 

optimising cost efficiency. 

In [60], the authors' currently available models that aim to handle data storage assessments either 

concentrate on a particular element of these variables or utilise general IT paradigms to evaluate 
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data storage as a sub-component. The complexities of information storage needs necessitate the 

development of a comprehensive framework for the data storage sector. It is the contribution of 

this research to provide a comprehensive framework for evaluating and choosing an optimal 

storage solution for multi-variable needs. It is the first of a series of studies that will analyse four 

separate big-data storage technologies using this framework, and it will examine Information 

Dispersal Algorithm (IDA) storage technology as the first of those mentioned techniques. 

In [61], the authors address the issue of unoptimized resource allocation in a slot-based 

MapReduce system by identifying and optimising the allocation of resources through three aspects, 

as stated in the article. Slots may be underutilised to a significant degree in the beginning due to 

the predominance of distinctive map slots and the reduction of exchangeable slots. For the reason 

that map slots may be completely occupied, whereas reduced slots are completely vacant, and vice 

versa. The recommended alternative approach, entitled Dynamic Hadoop SlotAllocation, 

maintains the slot-based concept while implementing the proposed alternative technique. It relaxes 

the limitation on slot allocation, allowing spaces to be transferred to activities that are either 

mapped or reduced based on their requirements. For the second time, speculative execution may 

be used to address the straggler issue, which has been demonstrated to improve the performance 

of a single task while detracting from the overall effectiveness of the cluster. Speculation 

Execution Performance balancing is being considered in terms of balancing the effectiveness 

tradeoff between a single job and a group of jobs. Third, it has been shown that delay scheduling 

improves data locality, although at the expense of fairness. Conversely, the suggested strategy 

known as Slot Prescheduling, which may increase data localization while having no influence on 

fairness, is also worth considering. The conclusion of these strategies is a step-by-step slot 

allocation mechanism known as DynamicMR, which may significantly increase the performance 

of MapReduce tasks when used in conjunction with one another. The experimental results show 

that the DynamicMR can improve Hadoop MRv1 accuracy while maintaining fairness by up to 

46 115 percent for single tasks and 49 112 percent for multiple jobs when compared to the 

baseline. 

 

 



25 
 

2.3. Allocation of Dynamic Resource within the Virtualization of Network Function 

Each Virtual Network Function (VNF) is typically created with a specific amount of resources that 

has been pre-defined by the VNF designer and described in the VNF descriptor, according to 

traditional practice.Conversely, virtual network functions (VNFs) often do not need constant 

resources, but rather demand more or fewer resources based on the quantity of traffic they get. In 

this way, allocating a set number of resources is susceptible to under-or over-allocation of 

resources depending on the circumstances. Even as Network Function Virtualization (NFV) is 

gaining traction as a result of the promising benefits of flexible service function deployment as 

well as reduced operations and maintenance costs, there are still a number of challenges that must 

be addressed properly before it can achieve its maximum potential. When it comes to NFV 

production, one of the most significant challenges is efficiently and effectively deploying service 

functions while guaranteeing that service level agreements are met and making wise allocations of 

network resources. This is a challenge that has a significant impact on the NFV production chain. 

Despite ongoing research efforts in the field, limited progress has been made toward scalable and 

cost-efficient placement and chaining of virtual network functions (VNFs), which is a critical 

component of the successful implementation of network function virtualization (NFV) [62-67].  

In [68], the authors tackled VNF placement and chaining as an optimal issue in the context of inter-

and intra-datacenter communication networks and systems of networks. To tackle the Virtual 

Network Function Placement and Chaining (VNFPC) issue, they formalised it and developed a 

mathematical model to do so. After that, the model was utilised to generate one of the first baseline 

comparisons in the field of managing resources in NFV, and it has since been frequently referenced 

in contemporary work. A unique fix-and-optimize-based heuristic technique for handling the 

VNFPC issue is also proposed, which addresses the scalability of the problem by dealing with 

large instances. Furthermore, the proposed study included thorough measurements of the 

performance constraints of practical NFV implementations to support the findings. The proposed 

analytical model, which is based on this information, may properly predict incurred operating 

expenses. Based on the cost model, we then created an optimum intra-datacenter service chain 

deployment method for the datacenter. Finally, the challenge of monitoring service chains in NFV-

based architectures has been effectively addressed and solved. 
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They defined the network function placement and chaining issue in [69] and proposed an Integer 

Linear Programming (ILP) model to address it using integer linear programming (ILP). A heuristic 

approach for efficiently steering the ILP solver around practical, near-optimal solutions was also 

presented in order to deal with large infrastructures, which was implemented by the authors. 

According to the results, the suggested model may reduce end-to-end delays by up to 25% (when 

compared to chainings found in typical infrastructures) while ensuring the quality of resource over-

provisioning (limited to 4%). Moreover, the researchers proved that the use of a heuristic method 

may lead to the discovery of solutions that are very close to optimum while still providing answers 

in a timely manner. 

In [70], the authors introduce Network Function Virtualization (NFV)-PEAR, a framework for 

adaptive VNF insertion and chaining, as a framework for adaptive VNF insertion and chaining, in 

their paper. In NFV-PEAR, network administrators may (re)arrange the placement and chaining 

of virtual network functions (VNFs) on a periodic basis with the purpose of sustaining suitable 

end-to-end flow results despite changes in the cost and needs of flow processing. On the other 

hand, NFV-PEAR aims to keep network modifications to a bare minimum (e.g., reallocation of 

VNFs or network flows). The results of an analytical and experimental evaluation provide 

evidence that NFV-PEAR has the potential to provide more stable operation of network services 

while also significantly reducing the number of network configurations needed to guarantee end-

to-end flow performance across a network infrastructure. 

Through the use of machine learning, the authors of [71] were able to decrease the complexity of 

the placement and readjustment procedures by constructing a proactive solution that was based on 

clusters. In this paper, we propose (1) an Integer Linear Programming (ILP) model that takes into 

account a trade-off between the minimization of latency, SLO violation cost, hardware utilisation, 

and VNF readjustment cost; (2) an optimised k-medoids clustering approach that divides the 

substrate network into a set of disjoint on-demand clusters; and (3) data-driven cluster-based 

placement and readjustment algorithms that take into account machine leaning. When compared 

to the K-means, original k-medoids, and migration without clustering techniques, the simulation 

results demonstrate that the proposed solution significantly lowers the readjustment time and 

decreases the hardware use. 
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According to the authors [72], there are two sorts of penalties (sometimes called "costs") associated 

with the process of resource sharing across several VNFs. The first are the context switching costs, 

and the second are the upscaling costs. Context switching costs occur when many CPU processes 

(for example, those serving multiple VNFs) use the same CPU and, as a result, the context of each 

process must be loaded and saved repeatedly. Upscaling costs are associated with VNFs that need 

multi-core deployments because they experience a penalty as a result of the load-balancing 

requirements that must be distributed across CPU cores. In order to fulfil the performance 

requirements of the SCs, the chained VNFs must be strategically deployed in the network to 

minimise costs and maximise efficiency. They assessed its effect while taking into account SCs 

with varying throughput and delay needs in a VNF consolidation scenario. 

According to the authors of [73], they investigated the topic of how to best put Virtual Network 

Functions (VNFs) in networks where it is permissible to relocate previously placed VNFs in order 

to reduce the number of servers that are being utilised. The offline issue is first formulated as an 

Integer Linear Programming (ILP) challenge, and then a semi-online method is designed to address 

the online variation of the problem, which is subsequently implemented. The researchers have 

dubbed the proposed method Semi-onlIne VNF plAcement (SIVA).The SIVA system, for 

instance, is built on a bin packing technique that solves the online bin packing issue while also 

taking care of migrations. They found that SIVA migrates at most VNFs per step and has an 

Asymptotic Competitive Ratio (ACR) that supports the VNF kinds that are being supported by our 

theoretical research. For the purpose of evaluating the performance of SIVA, they ran 

comprehensive numerical simulations. Using the experimental data, they can confirm the 

theoretical study and demonstrate that SIVA surpasses the state-of-the-art methods in terms of 

obtaining near-optimal performance with only minimal VNF migrations. 

In [74], the authors presented a summary of current achievements in resource allocation in the 

context of network function virtualization. There are four representative resource allocation 

problems that we generalise and analyse in this paper: (1) the VNF Placement and Traffic Routing 

Problem, (2) the VNF Placement Problem, (3) the Network Functions Virtualization Traffic 

Routing Problem, and (4) the VNF Redeployment and Consolidation Problem.Later, the models 

for delay calculation and VNF security (available) were investigated in the context of NFV 

resource allocation since these are two critical criteria for Quality of Service (QoS). Afterwards, 
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they categorised and summarised the representative work for addressing the VPTR issue and the 

VRC problem, taking into account numerous quality of service factors (e.g., cost, delay, 

dependability, and energy), as well as many possible situations (e.g., edge cloud, online 

provisioning, and distributed provisioning).  

In [75], the authors began with the difficulties in handling coordinating NFV resource allocation 

(NFV-RA), then established a three-coordinating NFV-RA paradigm as a mixed integer 

programming (MIP) problem, and then proposed a heuristic approach known as Merge-Split 

Viterbi optimization (MSV). In the absence of a specified maximum number of VNF instances, 

MSV can automatically identify the appropriate number of VNF instances to utilise. It also does 

not use the iterative deployment technique that is popular in existing options. The key concept 

behind MSV here is to build a global homogenous solution and then further optimise the basic 

solution via various improvement techniques. By doing so, it is less likely to get locked into local 

optimality and less likely to use sophisticated anti-local-optimal strategies. Comprehensive 

investigations reveal that MSV can obtain solutions in the global range with tolerable execution 

time and achieve overall cost ratios that are within 11.5% of the MIP implementation when 

compared to the MIP implementation. 

In [76], the authors suggested a novel route mapping strategy for tackling the NFV-RA issue for 

deconstructed network service chains that was based on a previous path mapping approach 

(NSCs). It has been suggested that a symmetrical approach be used to maximise aggregate 

embedding costs while improving average execution time. The proposed technique has been 

compared to two other current approaches with similar results.six and sixteen scenarios of short 

and long simulation runs, respectively. In order to investigate the influence of the number of nodes, 

linkages, and pathways of service calls on the proposed model, over 122,000 service requests were 

solved. When compared to current Integer Linear Programming (ILP) and heuristic schemes, the 

suggested ILP and heuristic schemes have reduced the execution time by up to 39.58% and 6.42%, 

correspondingly. 

In [77], the authors partitioned the entire historical allocation huge dataset into multi-batch 

datasets. They forced the agent to continually "explore" and learn about the various state spaces, 

which increased the learning efficiency. With each batch dataset, IRDA reuses the strategy that 
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was learnt from the previous batch dataset and adjusts it to the new learning from the following 

batch dataset, allowing it to progressively learn from multi-batch datasets and optimise its 

allocation strategy. The suggested approach was then used to manage luggage carousel distribution 

at Hong Kong International Airport, where it was successful (HKIA). As demonstrated by the 

experimental results, IRDA is competent at incrementally gaining knowledge from multi-batch 

datasets, as demonstrated by the experimental results, and it improves the utilisation of baggage 

carousel resources by approximately 51.86% when compared to the previous baggage carousel 

allocation scheme at Hong Kong International Airport. 

According to the authors of [78], they collaborated on a strategy for mutual optimization of NFV 

resource allocation during three crucial phases. System charges and service performance have been 

deliberated on together using a general cost model, which has been applied to all of the costs. 

Along with mixed-integer linear programming (MILP), which is used to represent the virtual 

machine dynamic under scheduling via NFV-RA, a heuristic-based approach (JoraNFV) is 

proposed for the achievement of the local optimum values in the NFV-RA environment. The 

tractable may also be produced by the collaborative network of NFV-RA, in which the JoraNFV 

is divided into sub-algorithms, within the hopping of optimal data traffic, and the greediness for 

multiple paths of an algorithm allocated in the chain of VNF. As a final point, results from 

extensive simulations carried out for JoraNFV's performance evaluation reveal that JoraNFV finds 

an output at a value that is 1.3 times the local optimal at the end of the valid computation period, 

indicating that JoraNFV can be used for on-line network function virtualization advancement. 

2.4. Workloads of Business-Critical introduced in the Datacenters of Cloud 

The goal of this thesis is to define the workload of a distributed datacenter that serves corporate 

clients that use business-critical applications in order to address the scarcity of data and 

information regarding datacenter workloads currently available. It is important to note that when 

installing such large-scale data processing systems in cloud computing environments, they do not 

function in isolation, and as a result, they are more susceptible to being influenced by resource 

unpredictability. As a result of the inherent nature of large data processing systems, this problem 

is exacerbated: such systems are designed to operate in isolation, inside private clustered data 

centers. The computation is thus tailored for, and yields realistic results in, both homogeneous and 
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symmetric settings. A small number of techniques have been developed to deal with the problem 

of networking heterogeneity in big data technologies. 

Load balancing virtual machine (VM) scheduling in cloud computing is concerned with allocating 

virtual machines (VMs) to appropriate physical machines (PMs) and balancing the resource 

utilisation across all of the PMs. Appropriate scheduling of cloud hosts is required in order to 

design effective scheduling algorithms for allocating virtual machines to physical resources in an 

appropriate manner. When considering the VM scheduling issue, it is possible to enhance it by 

including dynamic resource forecasting in each PM. 

In [79], the authors used a combination of ant colony optimization (ACO) and virtual machine 

dynamic forecast scheduling (VM DFS) to address the VM scheduling issue, which they termed 

virtual machine dynamic prediction scheduling through ant colony optimization (VMDPS-ACO). 

This is achieved in this technique by analysing past memory usage in each PM, predicting future 

memory consumption of VMs running on that PM, and allocating VMs to the most efficient 

resource on the cloud infrastructure available. The proposed approach was tested in Matlab, and 

the results were positive. The suggested method's performance is compared to that of the VM DFS 

algorithm. When scheduling virtual machines and assigning them to appropriate PMs, the VM 

DFS algorithm makes use of the first-fit decreasing (FFD) scheme with associated types (i.e., 

queuing the list of virtual machines progressively, decreasingly, or randomly). They tested the 

proposed approach in both homogeneous and heterogeneous environments to see how it 

performed. According to the results, VMDPS-ACO outperforms VM DFS in terms of resource use 

in both homogeneous and heterogeneous modes, and it provides better load balancing across PMs. 

Because of the significant variability in cloud measurements, the present resource 

prediction models are unable to provide sufficient accuracy. As a result, in order to cope with 

varying cloud resource needs, it is important to properly estimate future resource requirements in 

order to automate the provisioning of necessary resources. A novel Intelligent Regressive 

Ensemble Approach for Prediction (REAP) has been developed by the authors in [80], which 

integrates feature selection and resource utilisation prediction techniques to achieve high 

performance while maintaining low cost. It is determined if the suggested strategy is successful in 

a real cloud infrastructure by carrying out a series of tests in that environment. The empirical 
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findings demonstrate that the suggested technique outperforms the current models in terms of 

accuracy rate and execution time, with the new approach considerably outperforming the existing 

models. Moreover, the findings are confirmed by comparing the current Learning Automata (LA) 

driven ensemble technique with the new ensemble approach in terms of error rate. 

An autonomic and intelligent workload prediction technique for cloud resource 

provisioning was suggested by the authors in [81], and it was based on the notion of autonomic 

computing, as well as on a deep learning methodology. In particular, they proposed an efficient 

deep learning model based on a diffusion convolutional recurrent neural network (DCRNN) to 

forecast future demand for CPU consumption and decide how to react to workload changes in the 

following period. Deep learning models that are now in widespread use are unable to provide 

reliable real-time forecasting owing to the prevalence of inconsistent and nonlinear workloads in 

cloud data centers, which makes them ineffective. The deep learning model's purpose is to enhance 

forecasting accuracy while simultaneously reducing the error between predicted and real 

workloads. A real-world dataset of PlanetLab's CPU utilisation traces was used to test the efficacy 

of the proposed DCRNN-based deep learning model, which was used to conduct the experiments. 

Using the data, it was found that the suggested technique outperforms other current deep learning 

models, with an mean absolute error (MAE) of 0.2 and a root-mean-square error (RMSE) of 3 

compared to other deep learning models in the literature. 

It is necessary for resource management approaches such as virtual machine consolidation to be 

aware of the present and future resource utilisation of cloud resources. As a result, the application 

of forecasting models to existing cloud environments is required.While cloud resource 

consumption varies greatly from one time period to the next and from one server to the next, 

selecting the appropriate time-series model for projecting cloud resource usage is dependent not 

only on the passage of time but also on the trend in cloud resource utilisation. As a result, 

implementing ensemble prediction algorithms, which combine various prediction models, may be 

an appropriate strategy for achieving the aforementioned aim. An ensemble cloud resource use 

prediction method based on Learning Automata (LA) theory is presented by the authors in [82], 

and it is capable of combining state-of-the-art prediction models while also determining weights 

for individual component models. By aggregating the predicted values of all component models 

on the basis of their performance, the suggested method predicts the future. After conducting a 
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large number of trials on the CPU load prediction of multiple virtual machines from the CoMon 

project dataset, it was discovered that the suggested technique outperformed previous ensemble 

prediction algorithms. 

In [83], the authors concentrated on the price bidding techniques of numerous users competing for 

resource usage in cloud services, specifically in the context of cloud computing. Their approach 

was based on game theory, and they formulated the issue as a non-cooperative game comprising 

numerous cloud users, whereby each cloud user is only given a limited understanding of the 

behaviours of the other users. They construct a utility function for each user that combines 

operating profit with time efficiency, and then strive to increase the value of this utility function. 

The technique created to allow various customers to analyse their utilities and determine whether 

or not to utilise the cloud service was successful. Moreover, the proposed framework would allow 

each cloud user to determine an acceptable bidding price using the information provided by the 

other cloud users. At the outset, they eased the requirement that the number of servers provided be 

fractional, and then demonstrated that there is a Nash equilibrium solution set for the specified 

game. Next, an iterative algorithm (IA) was created, which is intended to calculate a Nash 

equilibrium resolution. The convergency of the suggested method is also investigated, and it is 

discovered that it converges to a Nash equilibrium if a number of criteria are met. Last but not 

least, they modify the found solution and suggest a near-equilibrium price bidding algorithm 

(NPBA) to describe the whole of the proposed framework's bidding process. In accordance with 

the experiment results, the derived near-equilibrium solution is quite close to the equilibrium 

solution. 

      According to [84], in order to overcome the constraints of model-based techniques, data-driven 

technologies such as machine learning have become more popular in the fields of prognosis and 

healthcare management (PHM). Although ML algorithms are capable of constructing accurate 

prediction models, substantial amounts of training data are necessary in order for this to be 

possible. As a result, ML algorithms are not computationally efficient in the context of data-driven 

personal health management. The goal of this work is to develop a unique technique for machine 

prognostics that makes use of a cloud-based parallel machine learning algorithm to achieve this 

goal. The random forest technique (which is one of the most prominent machine learning 

algorithms) was used in this study to forecast tool wear in dry milling operations. An additional 
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component is the development of a parallel random forest method, which is subsequently deployed 

on the Amazon Elastic Compute Cloud using the MapReduce framework. In experiments that have 

been conducted, the random forest method has been proven to provide very accurate predictions. 

Furthermore, by applying the concurrent random forest approach, it is possible to gain considerable 

performance gains. 

Cloud applications operate on the same physical machines as each other, but with distinct 

workloads, which results in non-synchronized access to the shared resources between the two. 

Because of this, co-hosted apps may find themselves in a state of competition for shared resources 

and may not get the resource levels requested. In [85], the authors looked at the competition for 

CPU resources since CPU resources are permitted to be over-committed under standard service 

level agreements. To give the desired performance to clients, the suggested CPU-contention 

predictor is designed for demanding business-critical applications that require minimal resource 

contention. The predictor is composed of a set of regression models and indicators that they have 

thoroughly tested and evaluated. In addition, data from a heterogeneous cloud operation spanning 

many datacenters and supporting mission-critical applications was used to fine-tune the predictor. 

Increasingly, mission-critical workloads such as website and email server instances, as 

well as application servers are being housed in virtualized datacenters that function as 

Infrastructure as a Service clouds (cloud data enters). More importantly, although a few operators 

(e.g., Google and numerous supercomputing facilities) have shared data, research in business 

analytics (MapReduce), search, and statistical modelling has been enabled, but not studies in 

business-critical workloads. In order to alleviate this situation, the authors of [86] undertook a 

comprehensive study of business-critical workloads that were hosted in cloud data storage 

environments. The researchers next gathered two large-scale and long-term workload traces that 

corresponded to the resources that were requested and actually used in a distributed datacenter that 

served business-critical workloads. Later on, they conducted a thorough investigation into the 

workload traces. The research provides insight into the burden of cloud data when it comes to 

hosting mission-critical business workloads. The findings of this study may be used to build 

effective resource management methods for data entry systems based on the findings. Furthermore, 

the traces generated by the study may be utilised for a variety of tasks such as workload monitoring, 

modelling, and analysing resource scheduling rules, among others. 
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In [87], the authors describe a complete examination of Alibaba's cluster-trace-v2018 of a 

production cluster consisting of 4034 computers, which was undertaken by the authors. The 

following are some of the results and insights: (1) There is a daily cyclical variation in the workload 

on the production cluster, as measured by CPU and disc I/O usage, and the memory system has 

emerged as the performance constraint of a co-located cluster. (2) In terms of frequency 

distribution, batch jobs, including their activities and derived instances, can be represented as a 

Zipf distribution.Furthermore, since online services are highly prioritised, batch processes that are 

dependent on directed acyclic graphs suffer from the fact that they are co-located with online 

services in the first place. (3) The resource usage of containers follows a similar cyclical pattern 

to that of the whole cluster, although their memory usage remains relatively constant. In addition, 

the number of batch tasks that are situated in the same location as online services is dependent on 

the number of mispredictions per kilo of instruction for online services. When the MPKI of online 

services increases, the number of batch jobs that must be co-located on the same machine should 

decrease in order to ensure the quality of service (QoS) of online services. 

There have previously been a large number of studies conducted to analyse and define the 

degree of resource fluctuation in public clouds. We do not, however, have a good view of how 

resource fluctuation affects big data workloads, which is a problem. In [88], the authors take a 

significant step forward in terms of defining the behaviour of large data workloads when network 

capacity is subject to variations. They describe the performance attained by executing real-world 

big data applications on cloud infrastructure that is modelled by real-world cloud bandwidth 

distribution. They discovered that most large data workloads, including those that are not network-

bound, are slowed down while operating in a variable network environment. Furthermore, the 

maximum average slowness for the cloud configuration with the greatest variability is 1.48 for 

CPU-bound workloads and 1.79 for network-bound workloads when using the cloud arrangement 

with the greatest variability. 

In [89], the authors developed a technique for workload consolidating in a cloud datacenter that 

involves the identification of overloaded hosts, which results in a reduction in overall energy 

consumption. Cloud computing is an emerging paradigm in which virtual resources are 

provisioned on a pay-as-you-go approach, as opposed to traditional computing models. When a 

user's job requirements are received, they are mapped into virtual resources that are executed on 
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hosts in the datacenter. In order to accomplish workload consolidation, it is necessary to identify 

the hosts that are overburdened. Detection of overloaded hosts is carried out for the purpose of 

balancing workload, creating a list of overloaded hosts that will be useful when placing VMs (by 

not placing a VM on an already overloaded host) in order to reduce Service Level Agreement 

(SLA) violations, and when checking for an underloaded host, the overloaded hosts are omitted in 

order to reduce computational cost. In order to identify overloaded hosts, the most typical approach 

is to construct higher threshold values depending on the usage of the hosts, either statically or 

dynamically. The majority of academics propose that threshold values be computed dynamically. 

It was suggested in this study by the authors that they use the moving range (MR) technique of 

factor control charts to determine the upper threshold. The results of the experiments reveal that 

MR performs better in terms of reducing SLA violations and minimising VM migration.  

2.5 Summary: 

With the combination of large platform sizes and dynamic VM workloads, this study illustrated 

the idea and issues of optimising server allocation of resources in cloud environments. Resource 

consumption prediction is achieved by machine learning, as seen in Section 2.3. A few works make 

predictions based on previously run virtual machines (VMs).When it comes to virtual machines 

that are really starting up and for which actual use has not yet been recorded, this strategy may be 

well suited to improving resource allocation. Furthermore, the problem of identifying the traits 

with the most predictive potential remains unsolved. 
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CHAPTER 3 

CHARACTERIZATION OF OPTIMAL SLOT UTILIZATION IN THE APACHE 

SPARK ENVIRONMENT 

3.1 Introduction 

The number of industries worldwide is rising every day, and they are utilising the cloud as their 

storage facility. Because of the dynamic and competitive technical environment, resource 

allocation is attracting further attention to minimise cash flow. Static resource allocation can 

contribute to unused and suboptimal outcomes when workload, computational resources, and the 

amount of computing resources demanded increase. Earlier attempts to solve this issue have 

employed dynamic allocation techniques [90-92]. Even now, concurrent implementations are 

conducted through cloud networks, and they have implemented prediction-based allocation 

strategies. These techniques are rarely appropriate for a large portion of the population. Searches 

have spread around the world as technology and the internet have advanced.The amount of data 

has exploded. Through this big data, it extracts patterns of data. Technology has contributed to a 

rise in worldwide internet queries. Big data represents a broad and diverse pool of data that may 

be challenging to process using standard tools. Big data is a significant challenge for traditional 

data management methods. 

"Big Data" is an incredibly large quantity of data rising at an unprecedented pace. 

Processing and analysing such data are repetitive tasks. It is infeasible with traditional computing 

equipment. Big data is much too big to process for conventional programs. The importance of data 

has exploded, but cloud systems allow organisations to store, maintain, and interpret data. Big data 

lets organisations minimise expenses through adequate preparation. Various organisations have 

produced immense amounts of data varying from terabytes to petabytes via social networking 

platforms (Facebook, Flipkart, Quickr, etc.) [93-97]. 

Organizations are utilising computational methods for the advancement of the cloud and 

big data. MapReduce is a fascinating programming model for managing enormous data sets. It is 

done using the idea of MapReduce, and it distributes the encoding and manipulation of the data 

between a vast number of computers (nodes). Regardless of how efficiently a MapReduce job 

processes, the time to finish depends on the node that last finished the processing. This issue is 
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rather severe in heterogeneous environments. A general belief is that preparing the Map has 

already been completed, Reduce assignments. Therefore, work arranging for Map Reduce data 

transfers is a significant concern. Map and Reduce are the structure, processing of data, and 

running of multiple tasks in parallel. 

3.1.1 Overview of Cluster Computing in Big Data 

Many cluster computing large-scale data have been developed [98]. MapReduce, launched by 

Google in 2004, was a popular system for analysing large amounts of data. Apache Hadoop is a 

commercial version of MapReduce. The Map Reduce model allows the use of reused data. 

T

shortfall of Hadoop. Spark implemented a data structure named "resilient distributed dataset" in 

2012, which prevents data loss when the cluster fails. It has been shown that this function decreases 

low latency instances.  

The Spark Platform is an open-source infrastructure for extensive data analytics. It is one 

of A

show it developed a system named Spark to handle these processes at high throughput. A driver is 

a program that begins over one application and executes programmers' instructions. Spark 

generates two abstractions for parallelization: concurrent processes on individual databases and 

resilient distributed datasets.  

Spark implemented short-lived databases instead of permanent ones (RDDs). An RDD is 

a compilation of read-only data that can be transferred from one computer to another, making the 

memory, rerun it, and parallelize it. In practice, this means Spark is ideally suited for processing 

that involves recursion. 

3.2 Background Research 

Job scheduling is a vital aspect of extensive data implementation. This problem is with deploying 

workers on a cluster from a cloud platform like Amazon Web Services (AWS). When measuring 

the criteria, the existing extensive data systems typically do not take costs into account.Instead, it 

typically uses job schedules from the cloud to optimise job efficiency and cost savings [99]. 



38 
 

3.2.1 Machine Learning-Based Job Scheduling 

Machine learning algorithms can provide accurate evaluations of current problems with data. One 

discipline of AI focuses on the reconstruction of machine learning algorithms, which can learn 

from an estimate of data. ML deals with creating a computer machine that will improve itself 

automatically while running on Investigators also studied the ML, calling it the "issue of acquiring 

information from practice" that comprises several tasks and functional scales. The following may 

be classified using machine learning (ML) methods: Well-structured learning techniques 

(algorithms), rich and good results, and influential computational environments are essential for 

ML [100].Typically, machine learning performs data processing, learning, and evaluating stages. 

Data analysis is of considerable significance in the proper interpretation of the data. Unstructured, 

imperfect, and conflicting data will be inferior. 

Data Preprocessing: The preprocessing steps would clean the raw data and apply it as data inputs 

for learning. The machine learning operation changes model parameters dependent on statistical 

results from the preprocessed data. Data can be preprocessed using representational learning 

techniques, which are effective. Finally, the output would be measured in relation to the learned 

models. 

Classification: This classifier evaluation framework provides several databases, value 

calculations, error estimates, and predictive evaluations. Evaluation outcomes may cause the 

setting of parameters for the specified learning algorithms and/or the selection of new algorithms. 

There are three types of machine learning models: supervised, unsupervised, and 

reinforcement learning. The learning method of supervised learning will have instances of input-

output pairs and it will aim at learning a function which will map inputs to outputs. Supervised 

machine learning can typically be used for classification or regression. Some of the algorithms that 

come across include support vector machines (SVM), logistic regression (LR), artificial neural 

networks (ANN), and random forest (RF). SVMs organise data into classes using a 

multidimensional linear plane. They can use these numbers for training the algorithm. The decision 

tree is a model that allows one to decide when they have so many choices to make. Many decision 

trees contain substandard outcomes [101]. It uses Hadoop for supercomputing and exploiting 

enormous volumes of data at high speed. One of the major problems in the MapReduce 

environment is data locality, and even resource allocation in distributed environments. Problems 
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exist because it schedules the application without sufficient attention to load balancing. In this 

sense, reusing may have a major impact on economic and social policies. This job can be translated 

from virtual to physical. 

Data locality maximisation in Map Reduce workloads is highly significant, effective, and 

efficient. However, this sometimes results in data locality problems. MapReduce is a common 

computation model in cloud-based data processing. All MapReduce deployments encounter 

performance problems unless they carefully plan and tune the topology. To circumvent this, this 

report defines and optimises the distribution of relevant capital among three main variables. First, 

this may configure map slots into distinct usage rates. Increasing slots and reducing slots can result 

in completely utilising or partially utilising slots, and vice versa. It suggests an alternate method 

to the strictly Hadoop paradigm called "Dynamic Hadoop." It relaxes the NRT reservations to 

enable the slots to be reallocated to either submit or reduce tasks. It may use speculative execution 

to solve the "straggler dilemma", which will increase the results for a single job, but the overall 

cluster quality will suffer. This suggests Speculative Execution Performance Balancing to leverage 

tools to boost the performance of a set of jobs. Third, delay scheduling influences retrieval, but it 

ignores fairness. 

This suggests a strategy called "slot rescheduling." By integrating these sentences 

correctly, it will formulate a suitable application known as Dynamic MapReduce, which will 

significantly enhance the efficiency of MapReduce tasks. Experimental results show that our 

DynamicMR can dramatically boost the efficiency of Hadoop MRv1 while preserving fairness by 

over 40% ~ 105% with a single job and over 49% -115% with multiple jobs. This is compared 

with YARN experimentally, showing that DynamicMR outperforms YARN by around 2 to 9%, 

depending on the number of jobs running [102]. 

3.2.2 Overview of Data Locality and Load Balancing in Hadoop Environments 

Cloud computing is growing as one of the most common technologies nowadays. There are 

advantages to cloud storage. In addition, there are plenty of research challenges in the domain-like 

network, such as bandwidth, memory, time, cost, and processing and Quality of Service (QoS). In 

this report, they discuss the MapReduce method with an imaginative view of the distribution of 

resources that might better suit a specific scenario. The MapReduce algorithms could either 

struggle or be inadequate for managing resource problems. Also, it offers an effective solution for 
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data locality and load balancing in Hadoop environments. Because of their reducing the 

concentration of different map slots and minimising slots that are non-fungible, slots may be 

seriously under-used. Although reduced slots may have no open slots, other map slots may be 

already filled. This technology may have been designed by holding slot-based structures rather 

than the conventional approach. 

This technology helps job allocation of slots to either decrease or improve according to the 

existing efficiency. Speculative execution will enhance the efficiency of even single machine 

tasks. Remember this when selecting a processor for a single job and a batch of jobs. According 

to the proposed technique, HDFS can be handled effectively in a Hadoop multi-cluster setting. The 

principle of dynamic slot allocation is used to describe technical concerns linked to 

preconfiguration, speculative implementation, and delays in scheduling and preslot allocation in 

Hadoop environments. A Dynamic Slot Allocation is applied to address two issues. The 

experiments were carried out with the Hadoop distributed file system, which improved the 

performance of the nodes and resolved the load balancing issue. The new Hadoop architecture has 

low slot utilization. In this scenario, we distribute the maps and reducers with a reduced number 

Hadoop framework. So, this may use map activities that are not being used to overwhelm reduced 

tasks in order to maximise the amount of throughput performed by MR jobs and vice versa. 

The existing implementation of Hadoop implies a uniformity of computational capability 

within a cluster that could have a detrimental impact on Map Reduce. This has placed a data 

placement algorithm forward to overcome the workload imbalance problem. The algorithm will 

dynamically align all data processed in each node through the computing resources of each node 

in a heterogeneous HDFS cluster. Faster I/O operations will shorten the period of time required 

for the data transfer. The data placement techniques show great potential in working with 

heterogeneous cluster environments. It focuses the dynamic data placement algorithm on the 

computational capability of the nodes to assign data blocks to each other, thus minimising 

additional overhead and increasing efficiency. In this experiment, for two types of applications, 

WordCount and Grep, the execution time of the Dynamic Data Placement policy on Hadoop 
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wordcount, the complex data position will increase by up to 24.7%, with an average change of 

14.5%. Grep progress will be exceeded by up to 32.1%, with an average improvement of 23.5%. 

So, it needs a heterogeneous placement scheme to plan for Hadoop in heterogeneous environments. 

To the very same extent of data locality as in traditional Hadoop, we propose a new scheme that 

only preserves a limited volume of replicated data. In this method, we would duplicate only the 

most available blocks. The tests showed that the plans proposed the hybrid system to ensure data 

locality and enhance data privacy. 

 Cloud Computing is a kind of dispersed computing framework used in applications. The 

 

 With the support of Cloud Storage, they provide much of the facility. However, the 

domain-like network has unique research problems such as primary memory problems, 

time, capacity, cost, processing time, and Service Level Agreement (SLA) issues (QoS). 

Neither of the great difficulties would be encountered in this section if the curriculum had 

been set up correctly. 

 To minimise data movement in a cluster, they may generate a scheduler to reduce the job 

completion period. The underutilization of MapReduce slots influences the existing 

architecture of MapReduce Hadoop systems. 

 To increase data sharing performance, they propose an adaptive data placement algorithm 

with distributed processing capabilities based on the capabilities of the computational 

resources. 

3.2.3 Approaches for Slot Under Utilization and Performance Improvement 

A. Dynamic Hadoop Slot Allocation (DHSA) 

Dynamic Hadoop Slot Allocation (DHSA) has been presented [103] as a solution to the problem 

of underutilization of Hadoop slots. It permits the reallocation of slots in order to either increase 

or decrease slots depending on its requirements. Because of the Slot Allocation Constraint, if there 

are not enough map slots, map tasks will go through all of the guide openings in addition to 

utilising any unutilized reduce slots. In addition, if the number of reduce tasks outnumbers the 

number of reduce slots, reduce slots can make use of underused map slots. Map tasks make use of 

map slots, while reduce tasks make use of reduce slots. Compared with YARN, to regulate the 
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percentage of performing map and reduction jobs during runtime, pre-design of the map and reduce 

slots per slave node still work. When there is no control mechanism in place, it is quite easy for 

there to be a large number of reduce slots running for data shuffle, which leads the system to 

become completely halted. When there are waiting jobs, Dynamic Hadoop Slot Allocation 

increases the slot usage while keeping the fairness of the allocations consistent. 

Two issues exist in Dynamic Hadoop Slot Allocation, for instance, fairness and the fact that the 

resource requirements for the map and reduce slots are different. Each of the pools receives the 

same quantity of resources, which ensures that the game is fair. Fairness is a critical parameter in 

the Hadoop Fair Scheduler application. In the Hadoop Fair Scheduler, task slots are initially 

divided among pools, and then slots inside the pools are given to individual tasks [104]. It 

demonstrates a variety of execution designs. Tasks that are reduced in complexity need greater 

resources, such as system data transmission and memory. In order to overcome the difficulty of 

fairness, Dynamic Hadoop Slot Allocation has been proposed.  

 

algorithms that are included in the package.  

The Hadoop Fair Scheduler uses max-min fairness to allocate slots crosswise across pools 

with the least amount of assurance throughout the map phase and reduce phase. Pool-Independent 

Dynamic Hadoop Slot Allocation extends the capabilities of the Hadoop Fair Scheduler by 

distributing slots from the cluster at the global level, regardless of the presence or absence of pools. 

According to the illustration in Figure 3.1, When the number of typed slots through typed pools 

within the map and decrease phases is the same, it is considered to be equitable. For example, there 

are two types of slot designation processes: (1) dynamic slot allocation during the intra-phase and 

(2) dynamic slot allocation during the inter-phase.  
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Figure 3.1: Slot allocation flow for PI-DHSA 

In the intra-phase dynamic slot allocation, each pool is subdivided into two sub pools, like the map 

phase pool and the reduce phase pool, to ensure that each slot is allocated efficiently. At the end 

of each phase, each pool receives an offer of pools. If a player's slot exceeds his or her share, he 

or she may take the remaining spaces from the other pools in the same phase. A map phase pool 

A that is overburdened, in accordance with the maximum min fairness method, might take map 

slots from map phase pools B or C when pools B or C are underused. When the amount of map 

and reduce slots during the map phase is insufficient for the map tasks and the reduce phase is 

insufficient for the map tasks, the inter-phase element dynamic slot allocation will acquire some 

motionless reduction slots for the map jobs in order to increase the cluster utilisation. There seem 

to be four possible outcomes. 

Case 1: Assume XM and XR are the total number of map and reduce jobs, and SM and SR are the 

total number of map and reduce slots specified by the client.  

XM <= SM and XR R no borrowing of map and reduce slots, the map tasks are run on map slots 

and reduce tasks run on reduce slots. 

Case 2: When XM > SM and XR < SR reduce tasks are allotted to reduce slots first and then use 

those idle reduce slots for running map tasks. 

Case 3: XM < SM and XR > SR to run the reduce tasks unused map slots can be scheduled. 
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Case 4: XM > SM and XR > SR, the system should be completely in busy state and similar to Case 

1, there will be no movement of map and reduce slots. 

B. Pool-Dependent Hadoop Slot Allocation (PD-DHSA) 

As seen in Figure 3.2, each pool comprises a map-phase pool and a reduce-phase pool, 

respectively. Depending on the pool, dynamic hadoop slot allocation is comprised of two 

processes: inter pool dynamic slot allocation and intra pool dynamic slot allocation. Inter pool 

dynamic slot allocation is the first of these procedures. 

 

Figure 3.2: Slot allocation flow for pool dependent-dynamic Hadoop slot allocation 

C. Intra pool dynamic slot allocation 

Based on the max-min fairness at each phase, each typed phase pool receives its own relating 

demand (map slots demand, decrease slots demand) between two phases.Based on the max-min 

fairness at each phase, there are four associations between two phases. 

 Case 1. map slots demand < map share and reduce slots demand < reduce share: unused 

map slots can be borrowed for overloaded reduce tasks from their reduce-phase pool first 

before being produced in other pools. 
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 Case 2. map slots demand > map share, and reduce slots demand < reduce share: unused 

map slots can be borrowed first from its reduce-phase pool before being produced in other 

pools for overloaded reduce tasks. 

 Case 3.map slot demand  map share and reduce slot demand  reduce share. Some unused 

decrease slots may be filled with map tasks from the map-phase pool before being 

distributed to other pools 

 Case 4. map slot demand > mapshare, and reduce slot demand > reduce slot demand. 

Decrease our share since there aren't enough map and reduce slots. Because of the inter-

pool dynamic slot allocation described below, it may be able to lend part of the unused map 

or reduction spaces from other pools. 

D. Inter-Pool Dynamic Slot Allocation 

When the demand for map slots + the demand for reduced slots equals the demand for mapshare 

plus + the demand for reduced slots, there is no need to borrow the map and reduce slots from 

other pools. The allocation of slots in Pool-Dependent Dynamic Hadoop is discussed in detail here. 

Time Slot Allocation When a task tracker receives a heartbeat, instead of allocating map and 

decreasing slots one at a time, it considers them all at the same time throughout the allocation 

process.  

 

Figure 3.3: Slot distribution flow under Pool reliant on Dynamic Hadoop Slot distribution for 

every pool  
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It begins by determining the maximum number of free slots that may be reassigned to the heartbeat 

task tracker at any one time throughout a round. It is at this moment that the process of allocating 

pool space starts. According to the illustration in Figure 3.3, There are four slot allocations 

available for each pool. Consider the following scenario:  

Case (i). Once we have determined that there are no unmoved map spaces for the task tracker and 

that there are no outstanding map tasks for the pool, we will try the map task assignment. Consider 

the following scenario:  

Case (ii). If case (i) fails to meet expectations because the criteria doesn't quite hold or because it 

is unable to locate a guide assignment that meets the information area level, continue trying to 

reduce errands allotments while there are pending decrease projects and motionless decrease 

spaces available. In order to solve the problem of asset requirements difficulty in the DHSA, a 

space weight-based technique is suggested in this paper. Allocate openings with unique weight 

values for the Map and Reduce operations. As an example, consider a task tracker with a map 

decrease slot configuration of 12/6. Given the heterogeneous resource needs, it is reasonable to 

assume that the weights for map decrease slots 1 and 2 are 1 and 2, respectively. As a result, the 

overall resource weight is 12 × 1 + 6 × 2 = 24. The maximum number of running map tasks in the 

compute node using a slot weight-based approach for dynamic borrowing is 24. However, the 

maximum number of running reduce tasks is 12/2 + 6 = 12, rather than 24.  

3.3 Materials and Methods 

A job scheduler is an application to control the job execution with regard to dependencies. It is 

used for the submission and execution of orders on a distributed network of computers. Most 

operating systems and some programs provide in-house job scheduling capabilities. It is usually 

necessary in an enterprise to control and manage jobs submitted by different business units with 

the help of job schedulers. 

Apache Spark: Apache Spark is a large-scale distributed data processing engine. It provides high-

level APIs for different programming languages (Scala, Java, Python, and R for now) that allow 

users to efficiently execute data processing, streaming, SQL, or machine learning workloads. It 

achieves fast and robust large-scale computing through data parallelism and built-in fault 

tolerance. Spark consists of the Spark core and other components such as APIs for steaming or 
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machine learning jobs. It can be run on Apache Mesos, Hadoop YARN, or Spark standalone cluster 

mode and access distributed data sources such as HDFS (Hadoop Distributed File System), 

Cassandra, S4, HBase, as well as non-distributed file systems. Users can develop Spark 

applications using its API and different libraries. Figure 3.4 shows the Spark architecture and its 

basic modules. 

 

Figure 3.4: Apache Spark Architecture 

Spark Core 

The Spark core is the nucleus of the entire Spark project and contains all of its functionality. A 

Resilient Distributed Dataset (RDD) is an abstraction that represents a read-only collection of 

items partitioned among a set of machines that can be reconstituted if a partition is lost. It is the 

foundation of the RDD. Using RDD, users may deliberately store intermediate data in memory, 

regulate their partitioning to optimise data placement, and handle them using a comprehensive set 

of operators to get the outputs they need. 

Spark Module 

In addition to Spark core, Spark provides a generality platform with modules for Spark SQL, Spark 

Streaming, MLlib (Machine Learning library) and GraphX (graph computing library) for users to 

develop functional applications efficiently. These modules are formatted as libraries, and users 

could combine a few of them into one application. 
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3.3.1 Spark Scheduler 

The Spark scheduler is a cluster manager to schedule Spark jobs. Spark can currently work against 

three types of cluster managers: Spark Standalone, Apache Mesos, and Hadoop YARN (Yet 

Another Resource Negotiator). Apache Mesos is a cluster manager that handles cluster resources 

such as CPU, memory, and storage resources for all applications. It is a common resource manager 

with a fine-grained, simple, scalable scheduling mechanism. It could schedule Spark jobs and other 

tasks as well. Although it is quite different from the LSF queuing system, they have similar features 

with regards to resource management and task scheduling. We consider the other two options due 

to potential conflicts between the two platforms on the same cluster. Spark standalone is self-

packaged by Spark. It uses a master/slave framework.  

The Spark master is responsible for distributing tasks and data to workers; the executors 

on each of the workers will execute the received tasks. The cluster manager provides the capability 

to launch the Spark master and worker, run Spark applications, schedule the cluster resources, fault 

tolerance, and monitor and log jobs. Users can tune the cluster through the configuration files, 

scripts, or parameters when submitting a Spark application. Currently, the standalone cluster 

manager uses a simple FIFO queue to schedule across multiple applications. 

3.3.2 Spark operates on a Cluster 

So far, we have introduced some key concepts in Spark, such as RDD and cluster manager. In this 

section, we will put these components together and briefly explain how Spark works on a cluster. 

Some new concepts that have not been mentioned previously will be introduced as well. Once 

Spark is deployed on a cluster and the Spark standalone cluster manager (master) is started on one 

node while connected to some worker nodes, the user can submit a Spark application to the master 

from a computer that can connect with the cluster manager and workers. Every Spark application 

must create a SparkContext so that Spark knows how to connect to the cluster. The program in 

which SparkContext is created is called a "driver program." The driver program negotiates with 

the cluster manager for executors on worker nodes. One worker node can have one or more 

executors, depending on the configuration. 

After the executors are acquired, the driver program is sent to the executors. The driver 

program contains the user code to perform transformations and actions on RDDs, as well as some 
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other functions. A complete series of transformations on RDDs that ends with action or data saving 

is one single job. The transformations on RDDs in this job will be translated into a DAG (Direct 

Acyclic Graph). There can be multiple stages within a job that contain transformations that do not 

require data shuffling or re-partitioning. Each stage is divided into multiple parallel tasks that 

operate on a single partition of the RDD. These tasks are sent to the executors by the driver 

program through the cluster manager. Once executed, the results are returned to the driver 

program. Figure 3.5 shows how Spark works in a cluster, with more details illustrated in Figure 

3.6. 

 

Figure 3.5. A basic view of how Spark works in a cluster  

 

Figure 3.6: A more detailed view of how Spark works in a cluster. 
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3.3.3 Spark for Performance Understandability 

The Monotask we recommend is a very distinct implementation model designed to make it easier 

to evaluate performance. In this design, a task is divided into units of work called monotasking, 

each consuming a single resource (such as CPU, disk, or network). every resource is controlled by 

a per-resource scheduler that allocates a trustworthy resource to each mono task. Such as, the CPU 

scheduler allocates a reserved CPU core to each mono CPU task. 

Since each resource is handled by a single scheduler who has deep insights into how that resource 

is being utilised, this architecture makes it easier to reason about performance than it would 

otherwise be. Concurrent tasks can be scheduled to match the concurrency of the underlying 

resource (for example, 8 CPU monotasks can fully use 8 CPU cores), and per-resource schedulers 

make it simple to achieve high utilisation by allowing the framework to auto-tune based on which 

resources are presently contended.  

For example, employing monotasks, Spark can autonomously evaluate whether or not to compress 

a given dataset depending on the duration of the CPU and disc queues in the background. In order 

to rebuild Spark's execution layer with something that is API-compatible, we developed 

monotasks. In this section, we will first provide data that demonstrates how Monotasks simplify 

the process of reasoning regarding performance. We will next present findings illustrating novel 

performance improvements enabled by Monotasks (for example, automatically selecting whether 

to compress data), which allow Monotasks to deliver much better performance than the original 

Spark framework. 

3.4 Proposed Design 

The following is the design that has been proposed. Instead of the fine-grained pipelining that is 

now employed in today's activities which are referred to as "multitasks" statistical multiplexing 

among monotasks, which each require a single resource, is being used in the new design. The 

design is comprised of four fundamental principles: 

Each monotask makes use of a single resource. Tasks are broken down into smaller pieces of 

work known as monotasks, which each require precisely one of the following resources: the CPU, 

the network, and the disc. As a consequence, the resource consumption of each activity is 

predictable and consistent. Monotasks are tasks that run in isolation. Monotasks do not need to 
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interact with or block on other monotasks during their execution to ensure that each monotask can 

fully utilise the underlying resource. 

Contention is controlled by resource schedulers that are specific to each resource. Each 

worker machine is equipped with a collection of schedulers, each of which is in charge of 

scheduling monotasks on a single resource. It is the goal of these resource schedulers to execute 

the bare minimum number of monotasks required to maintain the fundamental resource utilised 

efficiently and to queue any leftover monotasks. For instance, the CPU scheduler performs a single 

monotask for each of the processor cores. As a result of this design, resource contention is "visible" 

in the form of the queue length for every resource. 

Per-resource schedulers have total control over the resources they are assigned to. It is 

important that monotasks prevent optimizations that require the operating system to initiate 

resource consumption in order to guarantee that the per-resource schedulers can regulate 

contention for each resource individually. For example, disc monotasks flush all writes to disc in 

order to prevent scenarios in which the OS buffer cache is competing with other disc monotasks 

for resources. Figure 3.7 contrasts the execution of multitasks on a single worker machine using 

existing frameworks, as shown in (a), with the decomposition of such multitasks into monotasks 

and execution by per-resource schedulers, as shown in (b). 

 

(a) 
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(b) 

Figure 3.7: Performing eight multitasks on single run machine. (a), every multitask parallels 

reading data over the network, (b), multitasks is disintegrated in a form of DAG of monotasks. 

 

3.5 Results and Discussion 

All of our investigations were carried out on clusters of Amazon EC2 instances, each of which has 

eight virtual CPUs, around 60GB of memory, and two drives. For demonstration purposes, some 

studies make use of m2.4xlarge instances with two hard disc drives (HDDs), while others make 

use of i2.2xlarge instances with one or two solid state drives (SSDs) to demonstrate that monotasks 

may be executed on both kinds of discs. Our tests compare Spark version 1.3 with MonoSpark, 

which is a fork of Spark version 1.3 and is based on it. Unless otherwise stated, we conducted at 

least three trials of each experiment, in addition to a warmup trial (to warm up the JVM) that was 

deleted. Unless otherwise stated, all graphs demonstrate the median with an error range for the 

lowest and maximum values, with the median being the mean of three trials. 

Performance on-par with Apache Spark 

Figure 3.8 shows the runtime of each query in the workload when using MonoSpark versus the 

runtime while using Spark. In terms of performance, MonoSpark is no more than 5% slower and 

up to 21% faster than Spark for all queries other than 1c.When we use MonoSpark, which we 

discuss in more detail in Section 5.3, Query 1c takes 55% longer to complete than when we use 

the first Spark configuration. 
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Figure 3.8: Spark and MonoSpark for queries in the Big Data Benchmark have been compared. 

 

Figure 3.9: Sort (600 GB, 20 machines)        
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Figure 3.10: Block coordinate descent (matrix workload used in ML applications) 16 machines  

 As shown in Figure 3.11, monotasks correctly predict new runtimes. Note that this is non-trivial 

(e.g., no runtimes increased by a factor of 2!). Sometimes there is no bottleneck, and other times 

the bottleneck is interrupted.In both cases, Monotasks gets it correct. 

 

Figure 3.11: Predictions for different hardware within 10% of the actual runtime 
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Configuring the number of concurrent tasks 

Figure 3.12 demonstrates that our monotasks perform better than any other setup: per-resource 

schedulers dynamically schedule jobs with the optimal concurrency level. 

 

 

Figure 3.12: Spark with different numbers of concurrent tasks 

3.6 Summary 

We suggested breaking down today's multi-resource activities into smaller pieces of work, called 

"monotasks," that each require just one of the following resources: the CPU, the network, or the 

disc. Because of the simplicity of this decomposition, users may easily grasp the bottleneck in the 

system, and they can make accurate estimations of the effect of proposed system adjustments. 

Performance transparency is achieved by the use of monotasks, without sacrificing excellent 

performance. Because we are utilising monotasks, we are able to get performance that is equivalent 

to that of Apache Spark, and we have discovered additional options for improvements that we have 

not yet completely explored. We think that nowadays, the biggest barrier to users attempting to 

boost the performance of existing workloads is not a lack of availability optimizations, but rather 

a lack of information about which improvements to leverage in order to achieve their goals. 
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CHAPTER 4 

DYNAMIC RESOURCE ALLOCATION IN NETWORK FUNCTION 

VIRTUALIZATION FOR BIG DATA WORKLOADS IN CLOUD DATACENTERS 

4.1 Introduction 

As a relatively new concept, Network Function Virtualization (NFV) is aimed at shifting tasks 

such as routing and caching away from commercial products (middleboxes) and toward software-

centric technologies operating on virtual machines. This kind of migration has a number of 

advantages, including significantly lower price and maintenance, lower network function updates 

(instead of costly middlebox hardware upgrades), and more flexible placement and chaining of 

network services in the infrastructure [105]. The field of network function virtualization (NFV) 

has advanced significantly, from the installation and configuration of virtual network functions 

(VNFs) [106, 107] to their operation and administration [108, 109].Cloud datacenter operators 

nowadays must contend with more stringent energy limitations while still providing distinct 

hosting services to apps. Various big data applications, which are built on the MapReduce 

computing platform, are emerging as the backbones of modern businesses. The main characteristic 

of big data systems is their high fan-out, which is comprised of a huge number of dispersed 

components with diverse resource requirements and complicated execution dependencies that 

must all work together. Implementing large numbers of data applications, particularly when it 

comes to the allocation of resources for each component, is thus a complicated process. Because 

cloud systems are dynamic and transitory, managing big data applications for datacenter providers 

is made even more challenging due to the inherent complexity of system stacks and the transient 

nature of cloud systems. 

It is important to note that when installing such large-scale data processing systems in cloud 

computing environments, they do not function in isolation, and as a result, they are more 

susceptible to being influenced by resource unpredictability. A small number of techniques        

[110, 111] have attempted to address the problem of network diversity in big data platforms, but 

these strategies are either tailored to the MapReduce ecosystem or explore multi-cloud scenarios 

without optimising for the diversity inside a single cloud datacenter. Furthermore, such techniques 

are limited by a number of significant limitations. First and foremost, these strategies are focused 
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on bandwidth heterogeneity rather than unpredictability. Broadband availability in cloud networks 

is not only diverse, but it is also extremely changeable over time, with potentially very unexpected 

behaviour. In addition, services are not assessed in the context of real-world cloud bandwidth 

distribution. Such approaches do not, in addition, provide any guarantees of predictable 

performance or models, nor do they provide any insights into how a changeable network influences 

the behaviour of big data applications. Several studies, such as [112 116], look at the problems of 

VNF placement and forwarding from the point of view of the network in order to reduce the 

amount of system resources that are needed. 

The primary goal of network function virtualization (NFV) in dynamic resource allocation 

is to substitute hardware middleboxes with more adaptable virtual network functions (VNFs). 

VNFs must be created and their allotted resources must be modified on demand in order to 

dynamically react to ever-changing traffic needs. Also, NFV encourages the virtualization of 

network services like transcoders, routers, and load balancers, which used to be done by hardware 

devices, and their migration to devices that run software instead. 

4.1.1 Gain and Assistances for Machine Learning attributed NFV Placement Procedures 

Past studies identified intrusions in virtual machines [117-120]. NFV uses COTS infrastructure to 

provide software-virtualized services that lower OPEX, CAPEX, and market risks [121]. In 

traditional, model-based networks, mathematical is used to explain system behavior; however, this 

method has a number of drawbacks [122]. First and foremost, the development of an all-

encompassing empirical communication network has become more difficult as network 

complexity has increased. Another source of issue with model-based networks stems from the 

concept of problem decomposition, which is the process by which a parent's problem is divided 

into smaller child problems, each of which is treated independently. To address the above 

constraints of prototype networks, an alternative data-based architecture that makes use of machine 

learning has been proposed as a means of addressing the issues. The application of machine 

learning in data-based systems has a number of advantages, the most significant of which is the 

decrease in the computing complexity of the system. Training and implementation phases are two 

distinct phases in the operation of a machine learning algorithm; the training phase, which contains 

the majority of the algorithm's computationally intensive processes, can be finished offline, 

enabling the implementation phase to be executed while the technique is running. This is a 
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noticeable difference over the usage of complex optimization methods that are computationally 

demanding due to the fact that their complexity usually scales along system parameters and is 

frequently insufficient when running in real time. A plethora of implementations (classification, 

forecasting, clustering, and so on) can be provided by machine learning in future networks (for 

example, to solve challenges currently faced by NSPs, such as resource allocation and performance 

[123], as well as security, resilience, energy efficiency, and traffic management.  

4.1.2 Modeling of Machine Learning 

The extracting features from the prior dataset generation stage included the resource requirements 

for the VNF instances, the resource capacity of the network servers, the delay among servers, the 

delay tolerance between reliant VNF instances, and the constituent interdependence of the network 

infrastructure. These measurements are used to estimate the placement of each VNF instance on 

one of the network's servers based on their characteristics. Due to the fact that there is a prediction 

in each of the VNF instances (multioutput) and that each prediction picks a server from the list of 

network servers, the machine learning model may be considered a multi-output, multi-class 

classification issue in this context (multi-class). Due to the nature of the problem, several 

techniques, including neighbour-based methods and tree-based methods, are being investigated. 

Specifically, these two families of techniques were chosen for their ability to solve the multi-class, 

multi-output criterion, which is something that many learning algorithms are incapable of doing 

owing to the intrinsic complexity of the solution [124]. 

In this section, we discuss preliminary research results on the trade-offs between typical 

aims of dynamic resource allocation and the implications of these findings. The outcomes of the 

Pareto analysis reveal that over-allocation of resources, total resource consumption, and total delay 

may all be avoided when they are done in conjunction with one another. However, achieving these 

goals may require major modifications to an existing embedding, such as the restarting and 

stopping of several VNF instances. The goal of reducing the amount of time spent altering existing 

embeddings clashes with the other aims. It is critical to be aware of this trade-off since maximising 

just one aim, such as resource usage, may result in significant overhead every time an embedding 

has to be modified to accommodate new sources or other modifications. To allow complete 

flexibility and effective resource allocation in NFV situations, minimal overhead when starting 

and stopping VNF instances is critical. This conclusion highlights the significance of low overhead 
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when starting and terminating VNF instances. In general, VNF performance profiling may be used 

to automatically test the performance of any accessible VNF, and the results of the assessment can 

then be used to train any machine learning regression method that is available. Finally, the machine 

learning models that have been built can be easily incorporated into current VNF placement 

algorithms with a little bit of effort. When confronted with a new situation, we may choose to use 

current models as a starting point for transfer learning rather than training from scratch in order to 

save training time (e.g., with different computer hardware). 

4.2 Background Work 

At present, the supervision of the network is computerised within a few stages of processing, with 

the manual process going through the network supervision. Nevertheless, the provision of 

requirements as network topology attains greater miscellaneous and multifaceted organisation or 

advancement of their facilities requires extended duration upon the application for the further 

demand for the enhancement of the human resource administration, which leads to the operating 

cost of the network. For finding the outcome of this concern, the widely applicable methodology 

for representing the suitable network under the complexity reach is the machine learning 

technique, which is the sub-area of artificial intelligence [125]. 

 

Figure 4.1: General machine learning process attributed to network organization 
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Automated management of the network by means of machine learning commonly incorporates the 

processing system as depicted in the above Figure 4.1. Primarily, the operation of VNFs is 

attributed to the infrastructure of NFV, which employs the resources that are under the virtual basis 

of the usage of analytics regulators under the process. The overall functioning of the ETSI NFV is 

based on the group representing the data to be monitored for the purpose of collecting features 

under the environment of NFV, for instance, the utilisation of CPU, traffic load, memory 

allocation, and so forth [126].  

Previously, data monitoring had the stored process in the required database. Later, the conversion 

of data is done through the model designed by the application of machine learning based systems. 

Throughout the training process, the machine learning procedure produces the systematic design 

for the objective. Next, the design will create the scheme for the operation of the virtual networking 

system attributed to the present phases. Finally, the NFV Management and Orchestrator (MANO) 

organisation accomplishes the entire NFV situation rendering towards the strategies.As a result, 

network management using a machine learning organisation enables operators to improve VNF 

distribution [127] as well as service management [128] through the use of resource prediction in 

an NFV environment [129].  

The substrate network S = (V, L) is the corresponding computation network, which should be built 

in Figure 4.2. For each v V node, there is a cv R 

empty. This is an abstract type of resource, which may be the CPU or memory available. Likewise, 

each l L link has a rl R dl R 

is transmitted to users (or other sources of traffic), where each user u U is located on the network 

node v and needs a data rate u network service S. 

Multi-component c C (i.e., VNFs) modules (e.g. VNFs), linked by arcs (or also named Virtual 

Connection) a A, are part of a S = (C, A) network operation. VNFs can be executed one or more 

times until a certain number of resources (rc R ssigned as per their resource requirements 

by each instance of VNF c. In this work, rc is typically a pre-defined fixed value or a linear rc( ) 

function of traffic load (e.g., byte/s).We also show that all hypotheses are contradictory, which 

contributes to an over-or under-allocation. As a result, we propose to model and predict rc( )  using 

machine learning. 
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Figure 4.2: Overview of substrate network 

4.2.1 Appropriate Machine Learning Procedures 

Within the process of machine learning, a regression procedure is utilised for model training based 

on the measurements of the performance over VNF. Variable regression-based operators have now 

been evaluated based on their prolific performance for the appropriate system design. 

Linear Regression: The easiest kind of model for regression is linear regression, which depends 

on the relations based on the feature classification with the valued targets. (Now, the performance 

of VNF is attained with the major requirements of resources). Several alternatives related to linear 

regression were examined. For instance, the model for ridge regression for the variant attained to 

the model of linear regression which operates for several correlated features (e.g., bytes and packet 

load) differently. Because of their consistency, linear models with only a few hyperparameters can 

be trained efficiently and easily. Linear regression at the same time does not effectively measure 

typical data for the non-linear system associated with the VNF. 

Support Vector Regression (SVR): To prevent over-fitting, SVR uses regularisation to determine 

the most efficient, most appropriate function that matches all the training data and fits inside an e-

tolerance. The strength C and tolerance e of regularizations are hyperparameters which can be set 

or tuned automatically depending on temporal data. If properly configured, the regularisation of 

SVR can lead to models that generalise well to new entries, making them convenient but not too 

simple. Training time complexity for the number of samples is more than quadratic, so it is difficult 

for large VNF datasets. 



62 
 

Decision Tree: These trees regress by the breakdown of the dataset into sub-sets that are smaller 

and smaller, depending on the information contained. Also, on non-scalable data, decision trees 

perform well and the predicted outcomes are simple to understand since we can view the decision 

trees. The disadvantage of decision trees is that they are easily over-fit and therefore do not make 

new data prevalent. 

Ensemble Learning: It incorporates various learning models of machines and incorporates their 

predictions. It enables the strengths of various models to be leveraged, over-fitting and executed 

perfectly than any model. Gradient boost (GB and Random Forest (RF)), are prominent ensemble 

learning approaches together with various decision trees built in the system. 

Neural Networks: The multi-layer perceptron (MLPs) finds the best way for the chronological 

way that has been linked layers (for example, inputs, hidden, and outputs) in the neural 

methodology.The input values traverse the network through layer upon layer. Later, the weights 

have been increased through the academic environment within the concluding prediction by an 

activation function. Moreover, the MLPs trained for the greater and non-linear associations within 

the information developed for the classified feature engineering are properly built and configured. 

Even then, several pieces of data and longer training are typically needed to operate normally and 

effectively. Methods such as dropout, whereby trained weights are arbitrarily ignored, will prevent 

over-fitness. Unlike MLPs, neural networks are more effective for both image-dependent and 

temporal (e.g., time series) inputs when compared with MLPs. 

4.3 Materials and Methods 

The true resource needs of the VNF here are rising linearly as the traffic load rises. This results in 

a severe over-allocation when allocating fixed resources attributed to the maximum projected load 

traffic (at this time, rc = 0.7), i.e., much more than the sum of resources available that other VNF 

instances cannot use. Figure 4.3 offers a two-chained VNF example based on the resource 

allocation model. rc (5) = 0.3 (yellow) is true to the necessary resources to allow the user to hold 

all VNF instances close. If, however, a fixed resource of rc = 0.8 (pink) is allocated to each 

instance, they must share it through different nodes, resulting in excessive link delays and lower 

quality of service. 
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Figure 4.3: Two-Chained VNF  placement based on the Resource Allocation Model  

This framework in Figure 4.4 demonstrates Apache Spark with GPUs, speeding up and optimising 

the end-to-end for data discovery, the instance for the ML and tuning of hyperparameters in the 

direction of the requirements prediction of VNF resources that can handle a certain traffic load. 

We begin by looking at the acceleration of ML and XGBoost pipelines and then explore the 

application scenario. ML, often referred to as predictive analysis, utilises procedures in the 

direction of training the model for certain datasets within the features labelled. Later, the system 

predicts further labels for a new data collection, as shown in Figure 4.5, as it uses the trained 

model.  

 

Figure 4.4: Apache Spark 3.0 accelerated end-to-end data preparation and model training 
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Figure 4.5: Supervised ML uses labelled data to build a model for prediction on unlabeled data 

Machine learning techniques are a method of recursive exploration, including the design, 

preparation, validating, and tuning of the hyperparameters in prediction. We can use the design for 

the development. Feature engineering is the method of translating unlabeled information into 

participation within the machine learning technique. That being said, raw data is taken and merged 

in a way that is more predictive, as shown in Figure 4.6, for a duration of about 80%. 

 

Figure 4.6: Deployment of Machine learning-based technique 

Optimization of hyperparameters regulates the characteristics of the model that has been 

specifically designed for testing, comparable to decision tree depth, in order to discover a critical 
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model conceivable aimed at our delinquent placement. XGBoost is a leading, modular, distributed 

variant of GBDT and stands for Extreme Gradient Boosting. Instead of sequences like GBDT, 

trees with XGBoost are designed in parallel. Furthermore, XGBoost employs a level-specific 

approach to search gradient values and determines partition quality with each splitting within a set 

of trained data using these partial sums. 

4.3.1 Dynamic VNF resource allocation using a machine learning technique 

The resources are allocated meticulously in competition with real-world scenarios associated with 

the individual instance of VNF, and the prolific performance outlines are ensuing as of the data 

measured through the analysis of the approach shown in Figure 4.7. 

Stage 1: The procedure begins with profiling a provided virtual network function (VNF), 

evaluating and comparing its performance with various resource configurations. It is a method that 

routinely checks a specific VNF with various resource (and other) configurations when testing its 

efficiency, for example, by delivering as much traffic as feasible using VNF regarding the 

maximum sustainable traffic. Performance profiling contributes to enormous volumes of raw VNF 

cs). Since these 

datasets include several potentially VNF-specific requirements and measurement parameters, we 

are only interested in VNF resource allocation metrics and the associated results. Many times, 

instants for the CPU (%) with the configurations of memory (for example, per MB), usually 

measured via VNF factor, capturing the ability under the performance criteria to peak value. 

maintainable load under the traffic (for instance, Mbits/s). Other parameters (for instance, within 

the VNF configurable over the thread calculation) affecting the performance of the VNF should 

also be considered. 
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Figure 4.7: Modular workflow from raw VNF performance measurements  to machine learning-

based VNF resource allocation and placement 

 
Stage 2: The resultants are utilised for the model's built-in machine learning using raw VNF 

performance measurements. Thus, these trained models were acquired to predict the resource 

quantity in the VNF attained to the efficient load. Further, the models are trained to observe the 

information within the analysis of loaded traffic among the points of data measurement. For 

instance, we must separate the data set within the set of features performance, for instance, the 

obtainable loading traffic combined with the valued target for the requirements of the resource 

using models of machine learning upon the data measured within the VNF performance. 
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Specific values could miss a data set because of possible faults over the phase of prolific 

 with missed values, the feature 

corresponding to the median attains common practice. It is also necessary to standardise within 

the features scaled between 0 and 1; this benefits that features selected over distinct varieties of 

values, which have a noticeable influence and can increase convergence speed during gradient 

descent training. We can also train machine learning methods, e.g., by stochastic gradient descents, 

to minimise their prediction errors. Regularization terms should apply to the loss function reduced 

during testing to avoid over-fitting and ensure generalization.  

 In addition, the trained models of ML might be reprocessed in an advanced process 

deprived of further preparation. Correspondingly, it is possible to record and reuse the scale used 

to preprocess the data such that all new data is processed continuously. In the VNF package, we 

recommend the bundling and sharing of trained VNFs in an online repository designed for the 

training of models with the scaled features. The VNF descriptor enables the stored model and 

scaler to be replicated and used with the algorithm for VNF placement in alternate (optional) fields. 

Stage 3: In this stage, machine learning techniques are used in a VNF placement algorithm to 

predict the resources requirements rc ( ) for a VNF case that must handle a traffic load .We can 

use any regression algorithm for VNF performance measurement training models. Here, we 

address various groups of applicant-based regression techniques, later checking the adequacy of 

the profile performance. 

Stage 4: The algorithm associated with the VNF placement might control the methodology over 

the exact allocation of the resource, in which case the allocated problem can be mitigated. There 

are many hyperparameters tuned for the system gained storage (for instance, batch size, learning 

performance, The optimal setting for the hyperparameter will differ from one dataset to 

another dataset. 

We therefore automatically recommend tuning hyperparameters with a network-based 

examination and then cross-validating the combination of the model associated with the k-fold 

validation. Hence, the system involves the random splitting of data attained for the learning rate, 

VNF through the dataset trained for further investigation to analyse respective hyperparameter 

standards throughout the provided restriction field (splits of 70% to 30% are typical). For each 
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hyperparameter environment, k times, repeat this process and calculate the corresponding 

validation errors. After this, the lowest validity error hyperparameter setting is selected, and we 

can train the model on the complete dataset using these hyperparameters as shown in Figure 4.8. 

 

Figure 4.8: Process of Tuning hyperparameters 

Also, after the development and release of a new VNF, the entire process from stage 1 to stage 3 

can be carried out offline in progress. Although the process takes time, it must only be carried out 

once via VNF because the qualified models of machine learning techniques are stored for later 

reuse. During stage 4, the placement of the VNF procedure loads and uses machine learning 

models for the trained set at individual VNFs that are required, so that allocated resources for each 

VNF instance are determined dynamically. Unlike machine-learning models, it is very fast (less 

than 1ms in our evaluation) to estimate VNF resource requirements and can be performed online.  

4.4 Proposed Weighted XGBoost model 

For the case of minimum gradient search boosting, the XGBoost acts as well-organized application 

under the machine learning process for the process of stochastic based gradient search boosting. It 

also delivers superior feature of greater effective operation through the boosting technique in order 

to necessitate the contact for providing the tuning of hyperparameters for the proper design in 

training the model. In this study, supervised based learning technique is the challenge which is 

associated to the XGBoost due to mentioned principles: Since we have huge observations within 

the data trained, features count reaches minimal observation count in case of data training. 
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Therefore, the available dataset incorporates the combination of statistical with the numerical 

ability in order to partition the features. In which the data count is represented as m with feature 

quantity n. Further, prior to the process of sigmoid operation, the raw data predicted will be 

claimed as zi, in addition estimation under conditional probability is , someplace for the 

operation of sigmoid symbolizes with (·). At this point, true label is expressed as yi, wherein the 

parameters for achieving the loss functions can be tuned based on  and . 

Second-order Approximation of Gradient Boosting Tree 

According to Second-order Approximation, in practice, the learning objective that is additive in 

process is denoted as: 

                        (4.1) 

Where tth the iteration of the training process is represented by t, and with the expansion by 

applying the method of 2nd order Taylor series expansion over eq (4.1), the representation will be 

as follows, 

         (4.2) 

The term that follows  expressed can be neglected within the objective of additive 

learning since it is uncorrelated to the model that fits the iteration level of tth instance. From eq 

(4.2), the values 

scalar quantities since the mutual boosting level of trees decides to cope with the dual based 

concern. integrated with the loss functions. The activation energy attains the sigmoid function 

within the characteristic behaviour of derivates that consistently effects the system, 

                          (4.3) 
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Loss of Weighted Cross-entropy 

For the classification under dual process, the loss function of weight=ed cross-entropy is given as  

                   (4.4) 

This  specifies a parameter that causes the instability.Instinctively, a trade-off relation exists 

between the value of loss function. The greater the , the loss will imply 0. Conversely, the 

lesser the , the more weights are related to the loss function in the case of data points that are 

associated with the exact identification of label 0. Thus, the 1st order derivative is represented as 

follows: 

                                                                                                            (4.5) 

Corresponding way of derivation within the terms of @L=@z for the loss function of ordinary 

cross-entropy model. Therefore, the distinguished modification in the term of adds the 

summation for regulating the parameters that affect the system. Considering the derivative steps 

over the parameter zi in a sequential process, attains the 2nd order derivative, which is represented 

as follows, 

                                                        (4.6) 

Focal Loss 

In accordance with focal loss, the following expression denotes the binary based focal loss 

function, 

                     (4.7) 

From the findings, if the term is fit for the condition of = 0, then the entire step falls under the 

loss function of cross-entropy.  Considering the eq (4.3), focal loss associated with 1st order 

derivative is expressed as: 
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                                      (4.8) 

Another boundary condition set for the = 0 under eq 4.8), then the following derivative is 

unchanged. A transparent configuration is built even though it is extensive process. For the 

shortened expression, the variables that can be set for the minor arrangement is, 

                                                                (4.9) 

Persevering such formations associated with eq (4.8), representation of 1st order derivatives is as 

follows, 

                                                                                    (4.10) 

Conclusively, the considered derivatives under the term condition of zi, integrates to eq (4.3), 

(4.10), the 2nd order derivative is obtained as that describes the behavior as follows: 

                                         (4.11) 

Another time, for the condition of = 0, the above 2nd derivative implies , that 

correlates with the cross-entropy for loss function of ordinary 2nd order derivative. 
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4.5 Dataset Description 

Softwarised network data zoo (SNDZoo) 

It is termed as the open-source version of gathering the datasets for the networking process that 

objectives the validation and, in addition, simplifies the ML techniques under the research of the 

software packaged domain networks. important published datasets that focus on the challenges 

limited to the virtual network performance that can be operated within the placement of VNF. 

Moreover, the collected data is completely updated under the benchmark of the structured 

framework that includes TNG-bench, industrialised through a 3rd party dealer to necessitate the 

outcome, such as Gym. Further, the dataset presented for the set comprising 2.8-15 million points 

of data for the instance of data trained and tested can be associated within the variable estimation 

and optimization techniques over the domain of NFV. 

Table 4.1: Summary of 3 standard VNF datasets primarily distributed under the SNDZoo 

network 

Data set 

Type 

Session VNF Configs Exp. metrics Total data 

points 

WEB02 Load 

balancer 

HAProxy 

VNF 

1600 268 4.6M 

WEB01 Load 

balancer 

Nginx VNF 1600 268 4.6M 

WEB03 Proxy Squid VNF 1600 268 4.6M 

A. Squid Caching Proxy Server 

The widely employed caching-based proxy server is utilised within the platform of Linux and 

Unix. which specifically stores and manages the demanded objects, which include Internet objects, 

over which the sub-divided things are Web or FTP servers, within the feasibility of a machine 

made nearby the demanded station of the workplace rather than with the server. implemented 

through multiple orders for optimal assurance of response times, besides usage of low bandwidth 

throughout the clearance of end customers. It also behaves as a caching proxy server. Further, it 
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trains the requested objects within the client-based techniques, for instance, a web-based browser, 

towards the server. In the process of bringing the objects to the server, the objects shift within the 

client location to save the draught of the stored cache. The advantage of caching is that multiple 

clients require the same object inputs for hard disc cache storage., it empowers the clients to 

undertake the data in a rapid manner through an Internet source. The overall process will minimise 

the traffic load of the network in combination with the original cache process. The Squid suggests 

a broad perspective of featuring characteristics such as follows: 

 Allocating load against the hierarchical intercommunication for proxy-based servers. 

 Individual clients who access the server face significant contact switch inclines. 

 Permitting or disagreeing with entry to detailed Web pages by means of added applications 

 Creating statistics nearby on a regular basis necessitates relying on Web pages to validate 

browsing habits. 

common proxy server. It necessitates certain protocols such as Gopher, FTP, SSL, and WAIS, 

instead of Internet protocols that include broadcast protocols and the protocols of video 

conferencing. Since it provides help for the protocol of UDP for communication under the 

interconnection of several programs of supported multimedia, 

B. HAProxy TCP/HTTP Load Balancer 

This is allowed and a real, reliable solution for the greater advantage of available resources under 

the application of TCP and HTTP, besides the balancing of load. Furthermore, it suits mixed 

websites in terms of traffic load within the power of world visited origin in order to fit the server. 

Over the years, critical analysis of the standard de-factorization resulted in the open-source version 

of the balancer being transported to the mainstream platform of distributed linux, and mostly 

positioned through pre-defined cloud platforms.The Mian mode of function is to integrate the 

traditional structures that are simple and with no risk factor, indeed, contributing the opportunity 

for unexposed breakable web servers to the networking system. 
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C. Nginx VNF 

A free open-source mail proxy server, HTTP web server, and load balancer under the protocols of 

TCP, HTTP, and UDP loaded traffic. It is well-known for its superior performance, accuracy, 

stability, simple configuration, rich feature set, and small resource ingesting. The most 

straightforward approach to the balancing load integrated into nginx will be equivalent to the 

preceding concept: 

 

The viable motivation for nginx load balancing algorithms fluctuates further due to the server's 

qualification under the structure assists in the methodology of loaded particulars. Furthermore, if 

the processing requests are uniformly stable, the execution will be quick.Additionally, if the server 

prescribes the parametric weight to the server, this accounts for the weight as the field of decision 

making towards the balancing load.  

 

Under such a configuration, all 5 novel requirements overcome the distribution for the instance 

application that follows, with 3 requirements associated with srv1,  with srv 2, and the next with 

srv 3. In accordance with this, the weights are feasible to the density that has the least connection 

under the load of ip-hash for further matching of the Nginx latest versions. 
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4.6 Results and Discussion 

The results implementing the proposed technology of Squid and Nginx VNF weighted XGBoost. 

Our suggested approach to the dynamic allocation of resources is illustrated and evaluated. We 

evaluate the data using the Squid and Nginx proxy performance measurements. Every dataset 

comprises 4.6 million data points and 100 GB of data. From these datasets, we used six different 

machine learning algorithms to learn from them about the relationship between performance and 

resource requirements. We also defined and compared the value of hyperparameter tuning. 

Machine learning algorithms can evaluate the exact VNF request. Our machine under the 

specifications of the processor is an Intel Core-i7 with storage capability of around 16 GB of RAM 

that measures the mathematical modelling of the system. 

4.6.1 VNF Resource Allocation Difficulties 

As discussed in earlier sections, the more generalised method is for the allocation of a pre-defined 

and fixed number of resources for every instance of VNF. However, such a methodology is subject 

to the prevailing circumstances attained by the VNFs and necessitates additional resources for 

attaining higher traffic rates. As per Figure 4.9, that depicts the concern over the data taken as 

reference with the equivalent case of the Nginx dataset for the estimation. At this time, the actual 

requirement for the true resource of the VNF placement could improve the linearity portion within 

the traffic load factor.Through the static resource allocation, the attribution is towards the peak 

traffic expected at about the value of rc = 0.8, which feeds into the critical case of over-allocation, 

through which the possible occurrence of resource management fills the data allocated within the 

feasible range of other instances of VNF. Similarly, Figure 4.10 shows the overview of the 

allocation of a fixed number of resources. 
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Figure 4.9: Overview of Resource Allocation using Linear Approximation 

 

Figure 4.10:  Overview of the Allocation of Fixed number of Resources 

4.6.2 Prediction for Performance of VNF 

Using six different machine learning algorithms from four distinct families of data mining 

algorithms (linear regression, support vector machines (SVR), ensemble learning, and neural 
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networks), we are able to determine the most accurate machine learning algorithm for learning 

from VNF performance measurements. It is necessary to preprocess measured data before it is 

used to train machine learning models in order to be effective. We restrict the data to a subset that 

only contains important information, such as observations of maximum sustainable traffic load for 

varied CPU configurations, by limiting all non-resource-related parameters to fixed values. This 

allows for faster processing and training. Furthermore, we fill in any missing values and scale the 

features, in this case, the sustained high traffic load, to a range of 0 to 1. 

 

Figure 4.11: Performance prediction of Squid VNF under varied models of machine learning  

As seen in Figure 4.11, the VNF performance evaluation of the Squid VNF demonstrates a strong 

linear connection between maximum sustained traffic load and CPU for the majority of 

measurements (up to 2000 kB/s), which explains the high accuracy of linear models in most cases. 

In comparison to the fixed model, all ML models performed well in terms of fitting the data. Unlike 

the linear model, which simply fits a linear model, the SVR model makes use of a nonlinear 

function. However, our proposed XG boosting model raises its predictions in a stepwise manner, 

which is owing to the usage of decision trees inside the model, which divides the data into separate 

parts with comparable prediction values. 
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Figure 4.12: Nginx VNF performance measurements and predictions under varied models of ML 

In Figure 4.12, it can be shown that the real required CPU for raising the maximum sustainable 

traffic load grows in a somewhat linear fashion initially, but even then, it increases substantially 

when traffic loads exceed 2000 kB/s. However, our proposed XG boosting model raises its 

predictions in a stepwise manner, which is owing to the usage of decision trees inside the model, 

which divides the data into separate segments with comparable prediction values. Every ML model 

is trained and evaluated using five-fold cross-validation once it has been preprocessed. By using a 

model, we seek to minimise the loss as a function of the root mean squared error (RMSE). The 

root mean square error (RMSE) is the average of all prediction errors, with being the real target 

value and yi being the predicted value (in this case, the necessary CPU) as written in the 

mathematical formulation of RMSE. 

 

The root mean square error (RMSE) of the six ML algorithms for the Squid cache dataset is shown 

in Figure 4.13. Besides displaying the results of the six machine learning models, this also depicts 

the errors associated with the presently prevalent paradigm of allocating fixed resources to every 

VNF instance (here, configured to 0.8 CPU).  
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Figure 4.13: RMSE under varied models of ML with/without tuning hyperparameters by 

the proposed dataset of Squid VNF dataset 

The RMSE of prediction on the validation set is shown as a bar representing the average RMSE 

of prediction in 5-fold cross validation with the standard deviation represented by error bars. As 

expected, the fixed model does not accurately represent the real resource needs of the Squid cache, 

resulting in a very high average root mean square error (RMSE) of around 0.4.  

All ML algorithms outperform their predecessors by a wide margin (RMSE between 0.1 

and 0.2). Additionally, in Figure 4.13, the root mean square error (RMSE) of all models using 

baseline hyperparameters and after hyperparameter tuning is compared.  

 

Figure 4.14:  RMSE under varied models of ML with/without tuning hyperparameters by the 

proposed dataset of Nginx VNF dataset 
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On the Nginx dataset, we train all machine learning models in the same way that we did for the 

Squid VNF, with and without hyperparameter adjustment, and plot their root mean square error 

(RMSE) in Figure 4.14. Similarly, hyperparameter adjustment has the most impact on the 

performance of more complex models, such as SVR, MLP, and gradient boosting in this instance. 

According to the results, the two ensemble approaches outperform all other ML algorithms when 

used with Nginx.  

4.6.3 Results and Discussion of Influence over Overall Allocated Resources 

As per Figure. 4.15, this displays overall CPU allocation assigned to the three various algorithm 

variants with growing traffic load. More traffic makes it necessary for the VNF instances to handle 

the increased traffic load properly. Here, the allocation of a fixed number of resources corresponds 

to an over-allocation of up to 11.89 times as many CPU resources as XGBoost. 

 

Figure 4.15: Entire CPU allocated within the placements of VNF under model variability 

4.6.4 Result Analysis on influence over VNF Instances count 

We need additional instances of VNF for load balancing between various network nodes with more 

allocated resources. Figure 4.16 shows the fixed case of allocated resources. This is more obvious, 

as there are 3-4 times as many instances as in our proposed case. Again, in terms of the number of 

placed VNF instances, the result of the linear models and the proposed is very close. Moreover, 
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insignificant linear model over-allocation is associated with a proposed model for higher loads at 

6000kB/s and contributes to a slightly higher VNF instance. 

 

Figure 4.16: Model influence on VNF instances count 

Figure 4.17 depicts the overall link interruption in the VNF placements processed.Although earlier, 

the placements of VNF using immovable prototypes contribute to considerably inferior outcomes, 

in addition to a total delay of up to 5.5 times greater than our proposed model. Our proposed and 

linear models contribute to comparable total traffic delays. The total delay for higher traffic for 

linear models is up to 22% higher than our proposed model (51ms in our case), as more instances 

of linear approximation in the VNF placement occur. 

 

Figure 4.17: Model influence on the total delay 
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Result Analysis on prediction with respect to duration 

At every stage under modelling of training and tuning, as per Figure 4.18, shows the measured 

time per prediction. All five machine-learning models generate fast predictions of 0.2 ms, 

excluding the analysis of random forest (RF), which could reach about 0.79 ms. The two basic 

models for the linear function were (including linear regression and scaled ridge regression), which 

are robust, over where the random forest model is slower. Whereas the model for XGBoost's 

(proposed) usage has an equivalent count for decision tree models, its penetration is constrained 

by considerably speeding up predictions within 0.1 ms. Likewise, the MLP method uses a shallow 

neural network that permits fast predictions (1x 128 hidden units). 

 

Figure 4.18: Prediction times for different models 

We show the algorithms on a logarithmic scale for such designed models associated with the 

placement of the VNF procedure (Figures 4.19). The random forest model attains a prediction time 

of approximately 11 times higher than other models, which is also considerably higher than 1 min. 

The other learning models are very close to 1 2 s. 

Linear Ridge SVR RF XGBoost MLP
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

Machine Learning Models

      Proposed (0.1ms)



83 
 

 

Figure 4.19: Prediction times for different models 

Result Analysis and Performance Evaluation under Imperfect Prediction: 

Regarding dataset bias and noise, prediction errors are inevitable. We analyse the effects of 

imperfect predictions on system performance in order to examine the underlying limits of 

predictive scheduling. Figure 4.20 equivalences to the total regular weighted average amount to 

the response time of many prediction schemes and proposed XGBoost scheduling. In Figure 4.20 

(a), we notice that all prediction methods cost up to 35.2% more than the predictive schedules. 

This is the reason. Notice that both false negative and false positive predictions are imperfectly 

predictable in these prediction schemes. In particular, the framework allocates more extra 

resources to maintaining false requests, which thus raises total costs. The overall increasing pattern 

in Figure 4.20 (b) is proportionate to the increased cost trade-off (V). This is because higher cost 

trade-off values (V) lead to greater total queuing lengths and longer queue times.  
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(a) Time-average total cost 

 

(b) Average response time 

Figure 4.20: Analysis within the prediction schemes 

Result Analysis on generalizability of Trained Models 

The proposed algorithm of XGBoost machine learning outcomes predicts the quantity of both 

testing as well as training sequences in the study. Primarily, the proposed methodology has tuning 

of hyperparameters that remained enhanced through the widely used Bayesian Optimization 

procedure. In addition, it utilises the enhanced or adjusted performance of hyper-parameters for 
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the analysis part. During the stage of hyperparameter optimization, the algorithm tries to apply to 

variable parameter sequences and combinations within the XGBoost besides straining for the mean 

score of AUC maximisation under the cross-validation of the 20-fold categorised cross-validation. 

Through Bayesian Optimization procedure recapitulations, the parameter optimum level has been 

reached, which will set the model to terminate beyond 20 iterations due to the critical expected 

enhancement. 

In each VNF experiment, we calculated 20% of the labelled datasets to be used as test data 

sets and the model was tested separately through available datasets from different VNF 

placements. We define experimental investigations over the curves with characteristics of the 

receiver operating characteristics (ROC). Figure 4.21 shows X and Y labels that reflect the value 

of the false-positive rate (FPR) combined with the true positive rate (TPR). The prediction results 

of every model for test datasets from various VNF types represent differently coloured curves. 

 

Figure 4.21: Different VNF datasets associated to ROC curves  

performance. In comparison, the trained model validated by the HAProxy test dataset displayed 

the lowest prediction results. The findings were especially worse than the other XGBoost model 

results where the SVR model has been tested by Nginx, Squid, and HAProxy test datasets. 
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4.7 Summary 

Because of the dynamic nature of NFV, the VNF resource requirements are not necessarily static. 

In reality, resource allocation to VNFs should be adjusted to account for variations in incoming 

network traffic. These alterations create a considerable delay in resource reallocation. So, using 

resource forecast models before allocating resources can help avoid problems in the future and 

improve the performance of techniques for allocating resources. For this, we derive designed 

models which correctly forecast the requirements associated with the resources of VNF, based on 

the load of the traffic system. By means of VNF models based on the placement procedures, overall 

efficiency under subsequent VNF locations is increased. Our review of five separate machine 

learning algorithms shows that selecting the machine learning algorithm that fits best for complex 

resource allocation is very important. By means of statical allocation of resources, the contribution 

will be towards significant infrastructure over-allocation, elevated virtual networking services 

count, and unnecessarily extreme latency, possibly contributing to cost increment and poor facility 

eminence. In addition, the complex distribution of resources will protect properties and boost 

facility superiority. In a future study, we can see if we can dynamically adjust TensorFlow and 

Pytorch to enhance thread counts. Another factor we wanted to discuss container recovery and 

relocation is finding an optimised container management policy. We would run a set of tests to see 

which type of platform the device runs on to deliver the best outcomes. 
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CHAPTER 5 

MODELING SYSTEM RESOURCE USAGE FOR PREDICTIVE SCHEDULING USING 

REGRESSION TECHNIQUES  

5.1 Introduction 

Recognizing the workload characteristics as well as the implicit datacenters is critical for both 

datacenter operators and cloud service providers in order to continue the adoption of cloud 

datacenters and to improve the ability of datacenter operators to tune existing and design new 

resource management techniques. Understanding the workload characteristics and the underlying 

datacenters is critical for both datacenter operators and cloud service providers [130-132]. Despite 

the fact that some of the largest datacenter operators, such as Google, Facebook, Microsoft, and 

Yahoo, have contributed workload information that has been used in valuable studies [133 135], 

the information they have contributed represents a relatively small subset of the overall cloud 

service market [136, 137]. The purpose of this work is to collect and analyse the workload traces 

from a decentralised datacenter that is servicing a fundamentally different workload, namely that 

of business-critical applications for financial firms and engineering businesses.  

The rapid use of cloud datacenters is causing substantial changes in the workload 

architecture and, as a result, in the design and management of computer systems and networks. As 

datacenter workloads become more data-intensive, it is anticipated that datacenter resources such 

as networking, storage, and memory will be put under increased strain [138]. According to a prior 

analysis of hundreds of grid workloads [139], we discovered that the workload units (jobs, 

applications, and so on) have decreased in size while increasing in number and maybe also 

interconnectivity over the last decade; this trend could persist in cloud datacenters [140]. Because 

of this, resource management practises have also progressed significantly, with new ways of 

computing [141], networking [142], storage [143], and memory [144] management, among other 

areas of technology development.  

A deep understanding of workload traces is essential for addressing the numerous resource 

management difficulties that arise in cloud datacenters. To solve this, several regression  

techniques like, the linear regression, scaled regression, lasso, and ridge regression models are 
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used to finish the workload traces. These models are used to solve the different resource 

management problems that come up. 

An essentially useful workload trace must include long-term (e.g., several months) 

information about the requested and truly used resources, which must include at least the 

following: CPU, memory, network, and storage, in accordance with ideas expressed in the unified 

formats used to publish tens of workload traces representative for parallel production environments 

[145] and grid computing environments. 

It is well-established that the analysis of workload traces can aid in the development, 

tuning, and evaluation of resource management systems, and that this practise can be used to 

encourage innovation. Using the patterns of workloads seen in Microsoft datacenters, recent 

research [146] proposed and validated an energy-efficient scheduler based on the workload 

characteristics observed. Many others have written about how workload characteristics can be used 

to check the reliability of domain-specific cloud services [147], how MapReduce workload traces 

can be used to describe the behaviour of big data paradigms [148], how well the characteristics of 

traces can be used to aid in the automated selection of datacenter scheduling policies [149], and so 

forth. In spite of the fact that real data and information about workload characteristics are 

frequently valuable for datacenter management, only a small number of workload traces are 

publicly available or have been publicly defined. Furthermore, the few known instances, while 

significant in their own right, are not complete and, due to the nature of their data source, may not 

be typical of the cloud datacenter sector as a whole. 

Essentially, the traces (column TS) come from Google, Microsoft, and other large 

datacenter operators, and typically depict workloads that are likely to be representative of 

MapReduce and other processes peculiar to these businesses (column Workload). Researchers also 

noticed that very few studies provide information regarding requested resources, and network and 

disk information is hardly ever included at all. Our research may be utilised to develop workload 

models, resource utilisation predictors, and efficient datacenter schedulers, among other things. 

From a distributed cloud datacenter, we gather long-term and large-scale workload traces. The 

traces contain CPU data. Such traces may be found in the Grid Workloads Archive, which is open 

to the public. 
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5.2 Background work 

Resource contention is among the most challenging issues to deal with in cloud datacenters. There 

are many different forms of resource contention that may arise, each of which has a significant 

influence on the performance and, in some cases, the dependability of applications operating in 

cloud datacenters. Cloud services operate on the same hardware platforms as each other, but with 

distinct workloads, resulting in non-synchronized access to the shared infrastructure between the 

two. Because of this, co-hosted services may find themselves in a state of competition for shared 

resources and may not receive the resource amounts requested. In [150], the authors looked at the 

competition for CPU resources since CPU resources are permitted to be over-committed under 

normal service level agreements. Customers expect high performance from the proposed CPU-

contention predictor, which is designed for demanding business-critical applications. However, in 

order to offer this performance, minimal resource contention is necessary. The predictor is based 

on a combination of regression models and parameters that we have carefully tested and evaluated. 

In addition, data from a real-world cloud service covering many datacenters and supporting 

mission-critical applications was used to fine-tune the predictor. 

There have previously been a large number of studies conducted to analyse and define the degree 

of resource fluctuation in public clouds. We do not, however, have a clear picture of how resource 

fluctuation affects big data workloads, which is a problem. The authors of [151] have made a 

significant step forward in defining the behaviour of large data workloads when network capacity 

variability exists. They measured the performance of real-world big data applications by 

simulating the bandwidth distribution of real-world clouds and comparing it to their predictions. 

They discovered that most large data workloads, including those that are not network-bound, are 

slowed down while operating in a variable network environment. Furthermore, the maximum 

average latency for the cloud configuration with the greatest variation is 1.48 for CPU-bound 

workloads and 1.79 for network-bound tasks when using the cloud arrangement with the highest 

variability. Standalone MapReduce work scheduling has also attracted much interest. Time 

constraints are a major research limitation. The number of work slots [152, 153] or task and 

resource assignments [154 158] is still dependent on constraints. Because each map task's data 

chunks have multiple copies, present map scheduling algorithm techniques automatically identify 

map tasks to data centres that store their data to reduce latency issues [159 163]. 
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5.2.1 Relevancy of Ground Features 

Training models on VNF performance measures may be accomplished via the use of any machine 

learning regression technique. In this research, we show many alternative types of potential 

regression algorithms and evaluate their applicability for various performance profiles in different 

circumstances. 

A simple but powerful algorithm that has been selected as a baseline for our prediction task is 

linear regression. We chose to use multiple linear regression to simultaneously predict both 

memory usage and CPU as per the HPC system. Moreover, dependent variables thus include 

memory usage and CPU, while independent variables are the features presented in Table I. We can 

find a linear equation such as y = a0+a1x1+a2x2+ · · ·+anxn to fit the data set with a minimum 

distance for each data point to the fitting line. There are various loss functions (i.e., ordinary least 

squares, ridge) to measure the fitness of linear regression models. By minimising the loss 

functions, we can optimise our models. As follows, we use different regression and classification 

models in the experiment. 

Ordinary Least Squares: this model fits a target function through sum of squares minimization 

within the difference between observations and values predicted by a linear approximation. The 

purpose of using this model is to minimise the error of estimations in order to optimise the linear 

regression model. 

LassoLarsIC: this linear model is trained with an L1 regularizer, which solves for the minimum 

least-squares penalty. These are favoured in models with many zero weights (i.e., irrelevant 

features). Also, this model can be validated using the Bayes information criterion (BIC) or Akaike 

information criterion (AIC). 

Ridge Regression: this linear model is trained with an L2 regularizer, which can deal with 

overfitting issues. Compared with Ordinary Least Squares, Ridge Regression has a more stable 

feature by introducing a penalty to reduce the size of coefficients and avoid the overfitting 

problems that Ordinary Least Squares may have. 
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5.3 Materials and Methods 

This research provides a comprehensive description of the mutual demand and initially used 

resources for the application of data in line with the memory, CD/ROM, CPU, and other resources, 

as well as the resources of the network. While virtual machines (VMs) might change their 

configuration along the traces of the workload, inadvertent selection occurs in only a small 

percentage of cases (less than 1%), according to the examination of primary conformation inside 

specific cases of VMs over time. 

5.3.1 Collection of Dataset and Characterization Techniques 

The distinctive traces directed at the workloads of business-criticization constructed via the 

datacenter deployed under the hosting environment were investigated as part of the research. 

A. Characteristic datacenter for Cloud-Hosting over the workloads of Business-Critical 

The research is based on the operation of traces indicative of business-critical workloads, which 

has been included for the applications that are available targeted at the company, but never 

accounts for the significant loss that has been experienced. User attacks on the services acquired 

for the service under fall have been described as the regulation of performance minimization linked 

to productivity, revenue loss, as well as the uniform departure of customers. Workloads classified 

as business-critical are often comprised of affluence field applications, such as Monte-Carlo 

simulation-built applications for economic modelling, for example. In addition to database, email, 

CRM, and association services, administrative facilities are included in the additional tenders that 

outline the demands of business-critical services. While travelling through the countryside, the 

business-critical workloads suggestively vary depending on the functioning of datacenters 

employed by Google and Amazon, in addition to workloads supported by the data analysis, then 

through shared clusters, Microsoft's Messenger, and data centres from the Azure platform. 

Assisting inside the service benefactor that focuses on completed presentations, in addition to 

occupational calculations directed at innovation, Bitbrains characterises the medium-extent 

datacenter offering for the workload of business-critical workloads. Numerous major groupings 

are represented among the customers. 

 Credit card companies (ICS),  
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 financial institutions (ING),  

 insurance companies (Aegon), and so forth. 

When it comes to the solvency domain, the Bitbrains hosting applications are used. For example, 

the vendors that are used for the salespeople are Towers Watson and Algorithmics, respectively. 

Furthermore, the requests for economic reports that are necessary are heavily exploited for the 

quarters of economic help that are required. Furthermore, the workloads remain for the type of 

model achieved in the master employee, in which their assessment is done based on simulations 

using the Monte-Carlo approach, as previously stated. For example, a customer may place a 

request via the nodes reached by a cluster that is dedicated to the simulation process. As a result, 

there are several requirements that have arisen in response to the demand: between datacenter and 

customer using protected frequency range; calculating nodes chartered by virtual machines (VM) 

within the datacenter that transport conceivable demonstrations; in addition to high accessibility 

through operative simulations under business-critical conditions.  

Among the applications hosted by Bitbrains are those used in the solvency sector, such as 

those from Towers Watson and Algorithmics (see below). These programmes are used for 

accounting information, which is done mostly at the conclusion of financial quarters, according to 

industry standards. In most cases, the workloads are in the form of a master worker model, in 

which the workers are used to do Monte-Carlo simulations. If a client wants to perform such 

simulations, he or she may request a cluster of computing nodes from the system administrator. In 

order to fulfil this request, the following requirements must be met: secure data transfers between 

the customer and the datacenter, compute nodes leased as virtual machines (VMs) in the datacenter 

that produce predictable outcomes, and high reliability for running business-critical simulations. 

The datacenter under investigation made use of VMware's vCloud package to serve 

virtualization computational resources because of its customers. The management of computing 

resources at Bitbrains is accomplished via the use of conventional VMware provisioning 

technologies such as Dynamic Resource Scheduling and Storage Dynamic Resource Scheduling. 

When memory is not over-committed, one of the rules ensures that a virtual machine (VM) 

receives an assurance on the amount of memory it has requested. When it comes to power 

regulation, BitBrains has a high-performance approach that optimises performance while avoiding 

the need for high-dynamic scaling features. It maintains the best possible performance for both the 
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actual and virtual CPUs. In terms of price, Bitbrains uses models that may be either usage-based 

or subscription-based in nature. In practice, Bitbrains hosts three different kinds of virtual 

machines (VMs): 

 Supervisory servers, and so forth. 

 Application-level servers, and 

 Computation nodes are a kind of computer that does computations. 

Servers for management are used to keep customer environments up and running on a daily basis 

(e.g., firewalls). File systems, web services, and head-nodes are all examples of application servers 

in use today (for compute clusters). 

 Collected Traces 

The execution of business-critical tasks is traced twice in the Bitbrains distributed datacenter, and 

we gather both traces. This is accomplished via the use of VMware's monitoring and control tools, 

such as the vCloud suite. The vCloud Operation tools capture seven performance metrics per VM 

for each trace, with each measure being sampled every five minutes: 

 the number of cores that have been supplied 

 the amount of CPU capability that has been allocated 

 the amount of time the CPU is used (average CPU usage over the sampling interval), 

  the amount of RAM that has been allocated 

 the actual amount of memory consumed (memory that is actively used), 

 the speed with which disc I/O operations are performed 

 as well as the network's I/O throughput 

We acquire traces for four resource categories that include both requested and actually utilised 

resources as a result of this method (CPU, memory, disk, and network). We gathered two traces 

between August and September 2013, which we show in Table 5.1 as a summary of their contents. 

The traces collectively gather data for 1,750 nodes, including over 5,000 cores and 20 TB 

of memory, and operationally accumulate more than 5 million CPU hours in 4 major months. As 

a result, they are long-term and large-scale time series of computing. For storage purposes, there 
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are 1,250 virtual machines (VMs) in the first trace, fastStorage, all of which are linked to fast 

storage area networks (SANs). 

Table 5.1: Collected traces for the workload of Business-critical  

Trace 

Group 

Virtual 

machines Qty. 

(VMs) 

data 

collection 

duration 

Storing 

knowledge 

Overall 

memory 

Overall 

cores 

fastStorage 1,250 1 month SAN 17,729 GB 4,057 

Rnd 500 3 months NAS and SAN 5,485 GB 1,444 

Total 1,750 5,446,811 

CPU hours 

 23,214 GB 5,501 

 

The second trace, Rnd, has 500 virtual machines (VMs) that are either linked to fast storage area 

networks (SANs) or to network-attached storage (NAS) devices that are much slower. This is due 

to the better performance of the storage associated with the fastStorage machines compared to the 

RND trace, which results in a larger proportion of application servers and compute nodes in the 

fastStorage trace. However, when looking at the Rnd trace, we see a larger portion of management 

machines that just need storage that is of lesser performance and needs less frequent access. 

The two traces feature a random selection of virtual machines (VMs) from the Bitbrains 

datacenter, with the likelihood of selecting each VM distributed uniformly across the two traces. 

This is driven by the need to ensure the confidentiality and anonymity of individual Bitbrains 

clients, as well as the necessity to keep the true magnitude of the Bitbrains infrastructure secret 

from the public. No information about arrival processes is included in our traces, which in a cloud 

datacenter may be used to characterise the lifespan of user workloads or virtual machines (VMs). 

Resource consumption is the subject of our study; instead of user tasks, we use resource usage 

counters, which maintains the anonymity of Bitbrains users and is consistent with the strategy used 

by a number of other researchers in the past. When it comes to virtual machines, business-

important workloads often rely on the same VMs for extended periods of time, generally spanning 

many months. As a result, there is no formal arrival procedure for us to report on (the VMs we 

study run throughout the duration of our traces). 
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C. Method of Characterization for Workload  

Using data representing CPU, memory, disc, and network resources, we carried out a full 

characterization of both requested and actually utilised resources in this study. The results are 

presented in a report. We display just the interpretive framework of each virtual machine (VM) in 

our traces, despite the fact that VMs may change their configuration during a trace (the risk of this 

occurring is less than 1%). In this work, we apply three key statistical instruments for statistical 

characterization:  

1) basic statistics,  

2) correlations, and  

3) time-pattern analysis. Fundamental statistics is the most basic statistical instrument. 

In order to discover temporal trends in our time series, we evaluate the aggregate consumption of 

each resource type across time by adding the average usage of resources reported for all of the 

VMs once every hour for each resource type. This aggregate resource utilisation may be used to 

aid in the planning of resource capacity. For each aggregate resource consumption, we depict the 

auto-correlation function (ACF), which is a good indication of whether or not there are repeated 

patterns in the workload trace data. In addition to this, we calculate hourly and daily intervals for 

dynamicity, which is defined as the ratio of maximum to mean values. 

5.3.2 Demanded resource with its usage 

Within the scope of this research, the requested resources have been studied, which are suitable 

for resources such as CPU and memory, rather than resources such as disc and network. The 

consideration of the general analysis derived from statistics results in insight information about 

the operation of the datacenter and the structure of business-critical workloads, which might be 

used to support the supply of benchmarks and the approach to resource-management in the future. 

For the workload of Bitbrains, either quantifiable results obtained with results reached as per the 

trace of fast storage for results of Rnd equal to the example given in Figure 5.1, or unquantified 

results obtained according to the trace of fast storage for results of Rnd. 
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(a) 

 

(b) 

Figure 5.1: CDF achieved for (a) CPU core quantity demanded and (b) memory demanded. 

A. Requested Resources 

Memory and CPU resources are the only resources examined in this research; the networking and 

disc properties of the request have been included in the record as additional resources. When 

comparing the VM needed for the mean value with the core CPU province in the critical workload 

of the system, it is observed that when comparing the core quantity of the utmost value with the 

memory which has been allocated, it is discovered that this is approximately 8 GB, whereby the 
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power demanded for the two typical lines is divided. Also included is a study of the characteristics 

of complex workloads supported by virtual machines (VMs) that are business-critical in nature 

and that interact with the traces that are typical of the grid as well as with the corresponding 

construction environment. In addition, the CPU cores are involved with the matrix rows, which 

define the quantity list that was requested through the resources and later reported by the managers 

of the resources of such workload analyses, which are the constituents of business-critical 

workloads like fast storage and Rnd exhibiting the grid workloads, including the datasets of 

NorduGrid, DAS2, and Grid5000. 

Specifically, the CPU core parameterization by number, as well as RAM bytes for each unique 

VM provided, have been requested in order to characterise the available resources. Figure 5.1 

shows the CDF obtained for the following parameters: (a) the number of CPU cores requested; 

and (b) the amount of RAM required. When the number of CPU cores and assigned memory are 

considered together, the results suggest that the most significant proportion, roughly 70% for 

individual VMs, is achieved by the use of smaller traces of CPU cores, such as 2 or 4, with a 

memory of 8 GB. For two cores, the virtual machine achieves a power efficiency of around 90%. 

When it comes to memory needs, we see trends that are comparable to those seen for CPU 

needs. Figure 5.1 (b) depicts the CDF for each virtual machine's required RAM. In computer 

memory, it is common to provision memory in multiples of two (around 90% for memory). VMs 

may request memory ranging from 1 GB to 512 GB for the fastStorage dataset, although the 

majority of VMs only use a small amount of memory, with over 70% of VMs using no more than 

8 GB of memory. In the Rnd dataset, the VMs use somewhat less memory than in the fastStorage 

dataset, which we attribute to a difference in management VM density typically, management 

VMs utilise 1 GB or less memory again, we attribute it to the variation in VM density. 

B. Memory Usage and CPU 

The resource usage for the CPU and memory in the report for the observance of CDF over the 

entire VM can be achieved for the CoV occurrence within the dynamic change for each VM. It is 

observed that the capacity of CPU requested within the range of VM is about 11%. Additionally, 

the usage memory storage is minimal compared to the mean value taken from CPU usage 

dynamically. Initially, the study underwent a CDF process within the resource usage of CPU over 

individual VMs. Figure 5.2 depicts the CDF through the evaluation over individual VM, from the 
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observation carried out at first quartile (Q1), mean value, third-quartile (Q3), in addition maximal 

(Max) CPU usage integrated to the demanded capacity of CPU (calculated by the product value 

between CPU core quantity with individual core speed, for instance, three × 3.65 GHz at three 

core values for 3.5 GHz apiece).  

Specifically, we examine the CPU and memory resource use, and we provide both the CDF seen 

across all VMs and the CDF of CoV observed per VM in this section. Our findings show that CPU 

utilisation is low on average and may be dynamic, and that it is far lower (about 10% for the 

majority of virtual machines) than the desired CPU capacity. Additionally, we discover that 

memory utilisation is not only lower on average, but also less unpredictable than CPU usage. We 

begin by looking at the cumulative distribution function (CDF) of CPU utilisation across all VMs. 

Figure 5.2 (a) depicts the CDF computed across all VMs based on their observed CPU usage (first-

quartile (Q1)), mean, third-quartile (Q3), and maximal (Max) CPU usage) and their requested CPU 

capacity (calculated as the product of the number of CPU cores and the speed of each core, e.g., 4 

2.6 GHz for 4 cores at 2.6 GHz each. 

As seen in Figure 5.2 (b), the mean CPU usage (curve "mean") for the vast majority of 

virtual machines (about 80%) is less than 0.5 GHz. Their average CPU consumption is less than 

10%, on average. Furthermore, only 30% of virtual machines (VMs) have a maximum CPU 

consumption greater than 2.8 GHz. Furthermore, just fewer than 5% of virtual machines (VMs) 

have appropriate CPU usage; the mean CPU utilisation is greater than 50% for these machines. 

According to this data, the utilisation of the vast majority of virtual machines is low most of the 

time. It can be shown in Figure 5.2 (b) that half (50%) of the CoV for CPU utilisation is less than 

1. This demonstrates that, for half of the VMs in our traces, the CPU utilisation is steady and 

centred around the mean that is, these VMs exhibit predicted CPU usage. Nevertheless, there is 

still a considerable proportion (about 20%) of virtual machines (VMs) with a CoV for CPU 

utilisation greater than 2; the CPU usage of these VMs is thus dynamic and unpredictable. We are 

now looking at the CDF of memory usage across all of the VMs. 

Moreover, the demanded memory will attain a bound of about 1 GB-512 GB with 

individual VMs. Instead, it attains a minor difference in the memory allocated against the VM of 

60% within the storage facility of 8 GB. Therefore, each individual VM in the dataset utilises a 

memory pool of about less than or equal to 1GB.  
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(a) 

 

(b) 

Figure 5.2: Usage of demanded CPU (a) for individual analysis of CDF at every VMs, in 

addition (b) CDF value of CoV practical at each VM. 

Figure 5.3 (a) is constructed in the same way as Figure 5.2 (a), but with information on the amount 

of memory that has been used. We discover that memory consumption is low: on average, 80% of 

virtual machines (VMs) require less than 1 GB of memory, and the large majority (about 80%) of 

VMs have a maximum memory use of less than 8 GB of memory. Figure 5.3 illustrates this (a), 

The large difference between the "mean" and "max" curves suggests that the peak memory usage 

of each VM is considerably higher than its average memory usage. In a similar manner to our 



100 
 

previous study of CPU usage, we investigate the CDF of the CoV in the observed memory usage 

per VM in the following section. As seen in Figure 5.3 (b), memory consumption is less dynamic 

than CPU usage: around 70% of virtual machines (compared to just 50% of CPU machines) have 

a CoV for memory utilisation that is less than 1. A similar finding has been made about the Google 

trace, according to the study. 

 

(a) 

 

(b) 

Figure 5.3: Usage for the memory resource: (a) CDF attained to individual VMs, in addition (b) 

CDF attained of CoV detected for individual VM. 



101 
 

It is intriguing to examine the relationship between CPU and memory use; the growth of these 

metrics over time might reveal potential for virtual machines and datacenter efficiency. Figure 5.4 

shows the evolution of these parameters throughout time. As a result of our findings, we 

hypothesise that memory resources seem to be more over provisioned than CPU resources in the 

examined datacenter, and that CPU resources are under provisioned. 

 

Figure 5.4: The usage of CPU and memory completed over the samples 

Figure 5.5 depicts a model that will be able to make more intelligent predictions about resource 

use. As a starting point, we employed time-series analysis, sophisticated regression methods, and 

time-series cross-validation in Python (using sklearn) to describe resource use as well as to uncover 

crucial predictive variables. After that, we used sklearn to model a 500-time series. For feature 

selection and overfitting reduction, a variety of techniques are used, such as feature engineering, 

linear regression, scaled regression, lasso, and ridge regression, among others. 

Data Preprocessing Pipeline 

Using Python, a data preprocessing pipeline was created to load activity traces from 500 virtual 

machines (VMs) during a three-month time period into a panda's data frame for analysis. We 

needed to have a feel of how the network was being used on a bigger scale initially. Specifically, 

we transformed the timestamps from Unix epochs to Pandas date-time indexes in order to do this. 

Next, we used the 'ffill' function from Pandas to fill in the odd missing value. This is a forward-

dispensing method that fills in a missing value with the value that was last seen, which we found 

to be useful.  



102 
 

 

Figure 5.5: Model for intelligent prediction of resource usage 

Feature Aggregation 

In order to get a more comprehensive view of the data, we aggregated (i.e., summed) CPU usage 

over all 500 VMs on a coarser temporal granularity to provide a more comprehensive overview 

(hourly). 

Feature Engineering 

Our team developed the following five new features for this dataset: time delays, day and time of 

week, number and usage of cores, and a difference in CPU usage from the past hour. Time-lags 

are used to predict future time points by analysing data from prior time points. For instance, data 

from 12:00pm would be used to anticipate what would happen at 3:00pm if there was a three-hour 

time lag. 

Exploratory Modeling 

First, we ran a typical linear regression model to see how well it worked. Although the model did 

not perform perfectly, it did a reasonable job of fitting the data with a mean absolute percent error 

(MAE) of 34.19%. The projections of this relatively basic model have the ability to significantly 

decrease over-provisioning by a large amount. Nevertheless, there may be other strategies that may 

be used to increase the accuracy of the model. To further refine our results, we used a scaling 
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regression model, this time using time series train-test-split and five-fold time series cross 

validation. Whenever the predictive potential of the coefficients is examined, only the third time 

lag characteristic is shown to be statistically significant. In addition, we tried to avoid overfitting. 

As a result, we attempted feature reduction utilising regularisation approaches such as Lasso and 

Ridge regression in the next step. When compared to Lasso regression (MAE = 30.98%) and the 

prior models, the scaled Ridge Regression model provided the best fit (MAE = 30.61%) to the data 

(Table 1). As indicated by an MAE of 30.61% for a highly changeable dataset, we were successful 

in our attempt to predict future CPU consumption. 

5.4 Proposed Scaled Ridge Regression model 

To understand why we are using the word linear, let us first establish that linear models are one of 

the simplest ways to predict output by employing a linear model of input data as the input function.  

                (5.1) 

In the preceding equation (5.1), we demonstrated the linear approach based on the n number of 

characteristics available. Taking just one feature into consideration, as we have most likely already 

realised, w[0] will represent the slope and b will represent the intercept. Linear regression searches 

for ways to optimise w and b in such a way that the cost function is minimised. The cost function 

is denoted by the notation, 

                                                                        (5.2) 

With respect to the above equation, we have considered that the data-set has M instances and p 

features. Computing the scores on the training and test sets after doing linear regression on a data-

set separated into training and test sets might provide us with a general indication of whether the 

model is over-or under-fitting the data. If we're fortunate, the linear model that we've picked will 

be exactly perfect for us as well! If we have a dataset with just a few features and the score is bad 

for both the training and test sets, we have an issue with under-fitting of the model. The issue of 

over-generalization or over-fitting, on the other hand, occurs when we have a high number of 

characteristics and our test score is much lower than our training score. Ridge and Lasso regression 

are two basic approaches that may be used to minimise model complexity and avoid overfitting, 

which can occur when using linear regression algorithms. 



104 
 

Ridge regression is characterised by the addition of a penalty equal to the square of the size of the 

coefficients, which causes the cost function to be modified.  

                                                           (5.3) 

This is comparable to stating that the cost function in equation 5.2 should be reduced under the 

conditions listed below. 

For some  

As a result, the coefficients of ridge regression are constrained (w). As a result of the penalty term 

(lambda), the coefficients are regularised, and if the coefficients take on significant values, the 

optimization function is penalised. As a result, ridge regression reduces the size of the coefficients 

and aids in the reduction of complexity and high and multi-collinearity. Returning to Eq. 5.3, it 

can be seen that when 0 the cost function becomes more comparable to the linear regression cost 

function, which is a positive idea (Eq. 5.2). In order to make the model more like a linear regression 

model, lower the restriction (low) on the features must be applied. 

5.5 Dataset Description 

(GWA-T-12 Bitbrains) 

The dataset comprises the performance metrics of 1,750 virtual machines (VMs) from a distributed 

data centre operated by Bitbrains, a service provider that specialises in hosting and business 

computing for large corporations and organisations. Each file offers information about the 

evaluation criteria of a virtual machine. Those files were grouped together along with their traces: 

fastStorage and Rnd. A total of 1,250 virtual machines (VMs) are included in the first trace, 

fastStorage, which is linked to fast storage area network (SAN) storage devices. The second trace, 

Rnd, has 500 virtual machines (VMs) that are either connected to fast storage area networks 

(SANs) or to significantly slower Network Attached Storage (NAS) devices. This is due to the 

better performance of the storage associated with the fastStorage machines, which causes a larger 

proportion of application servers and compute nodes in the fastStorage trace than in the Rnd trace. 

In contrast, for the Rnd trace, we observe a higher proportion of management machines that just 

need storage with reduced performance and less frequent access as compared to the first trace. 
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Each and every one of them. The csv files had entries that were around 43 minutes in length, with 

each row spaced by 300 milliseconds. An example of this dataset's visualisation is shown in 

Figures 5.6 and 5.7 below. 

 

Figure 5.6: An illustration of the average CPU and memory use across all 1,250 Bitbrains 

fastStorage VMs  

 

Figure 5.7: An example of the absolute magnitude of the average I/O usage across all 1,250 

Bitbrains fastStorage VMs was used to calculate these results (input-output). 
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Specifically, we investigate operational traces that are reflective of business-critical workloads, 

that is, workloads that include applications that must be accessible in order for the company to 

avoid suffering a large loss of productivity. Business-critical apps include a diverse range of 

customer and back-end services and are often comprised of email, databases, customer relationship 

management (CRM), and collaboration, as well as management services. When these services face 

downtime or even simply poor performance, they often result in revenue, production, and other 

losses, as well as financial damage, legal proceedings, and even customer defection, among other 

consequences. 

5.6 Results and Discussion 

The primary goal of this section is to transition to a machine learning technique in order to produce 

real-time consumption predictions and automate the scheduling of provisioning resources. This is 

particularly critical since they were wasting precious time manually establishing limitations and 

maintaining a consistently high resource limit in order to reduce downtime (i.e., system crashing). 

In general, all businesses must strike a balance between conflicting requirements such as limiting 

costs (for example, by paying for CPU bandwidth) while simultaneously avoiding downtime (for 

example, by slightly over provisioning). In order to do this, it is necessary to construct a model 

that would give a more intelligent prediction of resource usage. For beginnings, we employed time-

series analysis, sophisticated regression methods, and time-series cross-validation in Python (with 

the help of sklearn) to describe resource utilisation and discover significant predictive features. 

Figures 5.8-Figures 5.12 shows the exploratory data analysis for Bitbrains dataset. 

 

Figure 5.8: CPU Usage Lower on Weekends 
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Figure 5.9: CPU usage totals 

 

Figure 5.10: CPU Usage totals across week Days 
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Figure 5.11: Transmitted Throughput 

 

Figure 5.12: Received Throughput 

As illustrated in Figure 5.13, we next employed a scaled linear regression model, this time using 

time series train-test-split and 5-fold cross-validation, to arrive at an MAE of 32.20% (MAE = 

32.20%). To add to the functionality, we provided time-lags ranging from 3 9 hours in length (we 

narrowed the range of time-lags because of the short-term predictability of the data). As seen in 

Figure 5.14, this model has a somewhat better fit to the data (MAE = 31.48%). 
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Figure 5.13: Scaled Linear Regression Model, MAE = 32.20% 
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Figure 5.14: Linear Regression Model with Encoded features, MAE = 32.20% 

When the predictive potential of the coefficients is examined, only the third time lag characteristic 

is shown to be statistically significant. In addition, we tried to avoid overfitting. As a result, we 

attempted feature reduction utilising regularisation approaches such as Lasso and Ridge regression 

in the next step. As demonstrated in Figure 5.16, the scaled Ridge Regression model (Proposed) 

provided the greatest fit to the data (MAE = 30.61%) when compared to Lasso regression (MAE 

= 30.99%), as seen in Figure 5.15, and the prior models. We were successful in our attempt to 

estimate future CPU utilisation, as evidenced by an MPAE of 30.61% for a highly variable dataset. 
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Figure 5.15: Lasso Regression Model, MPAE = 30.99% 
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Figure 5.16: Modeling of Scaled Ridge Regression (Feature reduction under L2 regularization), 

MAE = 30.61%. 
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5.7 Summary 

We will talk about how datacenter academics and professionals may put the results of this study 

to use in their work. Because datacenter operators can predict the growth of the resource needs of 

VMs in each datacenter, they may prepare physical hosts to host VMs well in advance of the need. 

Specifically, we investigate the ACF of resources, which can be used as a starting point for 

developing time-series models (e.g., auto-regressive models) that anticipate future resource needs. 

Researchers may utilise our results, as well as the traces we made available, to design and evaluate 

their own workload-prediction models, which they can then publish. In addition, we investigate 

resource needs and demands for virtual machines (VMs), which may be used as a starting point 

for investigating VM consolidation and migration approaches. Through the analysis of correlations 

between resource usages, we may determine the degree of reliance across resources; a negative 

correlation indicates potential for consolidation. The information presented in this work may be 

utilised to inform the experimental setup of simulation research, including multi-resource 

provisioning, which is the subject of this study. Furthermore, researchers may use our trail to test 

the effectiveness of their consolidation strategies. We are developing a scheduler that will migrate 

a virtual machine (VM) to a different physical host depending on the resource utilisat ion of the 

VM and the load on the physical host in concern. 
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CHAPTER 6 

CONCLUSION AND FUTURE SCOPE 

Based on the traffic load, we develop models that can accurately predict the resource needs for 

VNF resources. To accurately predict VNF resource demands, apply machine learning approaches 

to estimate VNF needs in terms of CPU as a function of the traffic they will handle. We do this by 

training ML models on real VNF data that includes performance and resource needs assessments. 

The trained models can then reliably anticipate the resources needed to manage a given traffic load 

for each VNF. These ML models are added to a method for scaling and placing VNFs at the same 

time, and their effect on the VNF placements that result is studied. The use of models in VNF 

placement algorithms will improve the efficiency of mVNF placements in the next iterations. Our 

examination of five different machine learning algorithms demonstrates that picking the machine 

learning method that is most appropriate for complicated resource allocation is very crucial. The 

use of fixed resource allocation will result in severe over-allocation of infrastructure, a large 

number of virtual networking services, and needlessly high latency, all of which will lead to high 

costs and poor service quality in the long run. The sophisticated arrangement of resources will 

reduce resource consumption while simultaneously improving service quality. We've spoken about 

how datacenter researchers and practitioners may put the results of this study to use in their own 

work. Because datacenter operators can predict the growth of the resource needs of VMs in each 

datacenter, they may prepare physical hosts to host VMs well in advance of the need. Specifically, 

we investigate the ACF of resources, which can be used as a starting point for developing time-

series models (e.g., auto-regressive models) that anticipate future resource needs. The Prediction 

times for proposed XGBoost is 0.1 ms and placement time is 0.5 s. The scaled Ridge Regression 

model (Proposed) which is L2 regularization for feature reduction fit the data the best (MAE = 

30.61%) compared to Lasso regression (MAE = 30.99%). We were effective in being able to model 

future CPU usage, as evidenced by a MPAE of 30.61% for a highly variable dataset. 

In the future, we may investigate if it is possible to dynamically alter TensorFlow and 

Pytorch in order to increase the number of threads. Discovering an optimal container management 

strategy is another aspect of container recovery and relocation that we'd want to touch on in this 

discussion. The gadget would be subjected to a series of tests to determine which sort of platform 

produces the greatest results. Researchers may use our results, as well as the traces that were 
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rented, to construct and evaluate their workload-prediction models, which are now under 

development. In addition, we investigate resource needs and demands for virtual machines (VMs), 

which may be used as a starting point for investigating VM consolidation and migration 

approaches. Through the analysis of correlations between resource usages, we may determine the 

degree of reliance across resources; a negative correlation indicates potential for consolidation. 

The information presented in this work may be utilised to guide the experimental setting of 

simulation research, including multi-resource provisioning, which is the subject of this study. 

Furthermore, researchers may use our trail to test the effectiveness of their consolidation strategies. 

We are developing a scheduler that will migrate a virtual machine (VM) to a different physical 

host depending on the resource utilisation of the VM and the load on the physical host in question. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 


